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Abstract

The incidence and impacts of geo-hydrological hazards such as floods, flash floods and landslides are changing globally due
to anthropogenic environmental changes and increased exposure driven by population growth. Reliable datasets on geo-
hydrological hazards are essential to deepen our understanding of these hazards and their impacts. However, existing geo-
hydrological hazard datasets contain data gaps leading to biased interpretations, especially in low- and lower-middle-income
countries where populations are commonly the most impacted. Text mining offers new opportunities in documenting geo-
hydrological hazards by automatically extracting information from large text corpora. Despite its potential, current
methodologies are not adapted to improve documentation in data-scarce contexts. We introduce HazMiner, a paragraph-based
text mining method designed to document the location, timing and impact of geo-hydrological hazards through transformer-
based natural language processing models across multiple languages and at various scales. Applied here globally on 6,366,905
news articles published from 2017 through 2024 in 58 languages, HazMiner extracted 15,313 flood, 6,836 landslide and 2,258
flash flood events with a known location and time information and, in some cases, impact data. Compared to existing hazard
datasets, HazMiner significantly improved hazard documentation, reducing the data gaps in many regions, especially in low-
and lower-middle-income countries. This new versatile multilingual method and its dataset advance the accessibility and use

of text mined natural hazard data.

1 Introduction

Floods, landslides, and flash floods are geo-hydrological hazards that can occur in many regions across the world, sometimes
at a very high frequency, often sharing similarities in the climatic and geo-environmental drivers (Gill and Malamud, 2014).
Geo-hydrological hazard events usually make the news when they lead to disastrous impacts on people and infrastructure
(Avcioglu et al., 2025; Fetzer and Garg, 2026; Madruga De Brito et al., 2025a). The impacts of these hazards are driven by

population growth and increased exposure (Ferrer et al., 2024; Mawe et al., 2025; Merz et al., 2021; Muiioz-Torrero Manchado
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et al., 2021; Tellman et al., 2021). In addition, their incidence is modified by climate change and anthropogenic landscape
transformation (Depicker et al., 2021b; IPCC, 2022; Ozturk et al., 2022). The documentation of geo-hydrological hazards is
key to further improve our understanding of their spatiotemporal variation, trends, and impacts. These datasets contribute, for
example, to the creation and evaluation of susceptibility and hazard models (Stanley and Kirschbaum, 2017; Van Den Eeckhaut
and Hervas, 2012), to the understanding of exposure, vulnerability and risk of communities (Emberson et al., 2020; Nsabimana
etal., 2023; Smith et al., 2019; Ward et al., 2020), and to the elaboration of early warning systems (Borga et al., 2011; Guzzetti
et al., 2020). This makes them a valuable source of information for actors involved in land management and disaster risk

reduction (Kreibich et al., 2022; Maes et al., 2017; Schlogl et al., 2021; UNDRR, 2015).

Hazard and disaster datasets cover local to global scale (De Bruijn et al., 2019; Delforge et al., 2025; Froude and Petley, 2018;
Gourley et al., 2013; Kirschbaum et al., 2015, 2010; Nsabimana et al., 2023). They come with various levels of detail and
accuracy, depending on their purpose and on the approaches used for their creation. However, a significant amount of hazard
events remains unreported, especially the less impactful but more frequent ones (Guzzetti et al., 2012). In addition, studies on
geo-hydrological hazard events and their datasets are strongly biased towards high-income countries (Stein et al., 2024). This
results in data gaps, particularly in low- and lower-middle-income countries (Kanyiginya et al., 2024; Monsieurs et al., 2018;
Stein et al., 2024) where rates of — often vulnerable — population growth are the highest and where anthropogenic landscape

transformation is rapid (Depicker et al., 2021a; Mawe et al., 2025; Ozturk et al., 2022).

Traditional approaches to document geo-hydrological hazard events are framed around remote sensing and field-based
investigations (Casagli et al., 2023; Guzzetti et al., 2012). Spaceborne remote sensing is a key approach to map the spatial
extent of geo-hydrological hazard events, especially through optical imagery (Casagli et al., 2023; Deijns et al., 2024). It also
allows to assess the timing of their occurrence, with a clear added value of using radar information (Deijns et al., 2022).
However, even in the best cases of minimal cloud cover and high revisit time, the maximum accuracy about the timing is
limited to a few days (Burrows et al., 2019; Deijns et al., 2024). In theory, remote sensing would allow for global application
mapping, especially with the progress made in Artificial Intelligence (AI) (Sun and Scanlon, 2019). But it comes with
constraints such as high computational demands that limit the focus to local and regional scale applications (Deijns et al.,
2024). Furthermore, remote sensing often misses events with limited spatial coverage and its capabilities to document the

human impact are low (Casagli et al., 2023).

Alternatively, in-situ observations from the field result in a higher precision compared to remote sensing and allows to
document events at all sizes, even the very small ones (Sekajugo et al., 2022), but it is labour-intensive, focused on local
documentation, and is difficult to implement in remote areas. Recently, field-based approaches have been tested with the
involvement of citizen networks that can report directly on geo-hydrological hazard events (Jacobs et al., 2019). Although

promising and offering unprecedented accuracy in estimating the time of occurrence, an aspect particularly relevant for rainfall
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threshold definition and early warning strategies (Kanyiginya et al., 2024; Kirschbaum et al., 2015), the information collected

from such networks remains biased toward impactful events and easily accessible locations (Sekajugo et al., 2022).

Text mining, which involves analysing textual sources, allows the extraction of data on the location, timing, and impact of
geo-hydrological hazard events (Kirschbaum et al., 2010). It is suggested as a promising approach to further complement the
abovementioned traditional data collection methods (Cervone et al., 2016; Wiegmann et al., 2021). Various sources can be
used, such as historical archives for generating long time series (Devoli et al., 2007; Rossi et al., 2010) or social media for near
real-time information (Li et al., 2021; Ofli et al., 2023; Rossi et al., 2018). News articles are mostly used to document impactful
events sometime after their occurrence and are presented as more reliable, as they mostly, compared to social media posts,

contain verified information (Allcott and Gentzkow, 2017).

Through text mining, the information can be extracted manually (Delforge et al., 2025; Guzzetti et al., 1994) or automatically
(Avcioglu et al., 2025; Battistini et al., 2013; Fan et al., 2020; Franceschini et al., 2022; Sodoge et al., 2023). Automatic
extraction often relies on Natural Language Processing (NLP) (Sodoge et al., 2023; Tounsi and Temimi, 2023; Valero et al.,
2009). The steps in automatically creating datasets from text mining include: (1) selecting the text corpora, (2) filtering
irrelevant text from the dataset, and (3) extracting information such as the location, time and impact of natural hazard events
documented in its text (Avcioglu et al., 2025; De Bruijn et al., 2019). These steps can be performed using various NLP tasks,
including text classification, named entity recognition (NER), Question Answering (Q&A), text generation or translation
(Avcioglu et al., 2025; Fu et al., 2022; Rogers et al., 2023). The performance of these tasks significantly improved with the
introduction of transformer-based models (Vaswani et al., 2017), such as BERT (Bidirectional Encoder Representations from
Transformers) (Devlin et al., 2019) or with the introduction of large language models (LLMs), such as GPT (Generative Pre-
trained Transformer) (Radford and Narasimhan, 2018).

One recent development is the use of text generating LLMs, such as GPT, for non-text generating NLP tasks, such as text
classification, NER, or Q&A, often referred to as prompt engineering (Mayo et al., 2026). This method gained popularity as it
does not rely on task-specific fine-tuning and therefore does not require annotated data. However, these non-text generating
NLP tasks, do not necessarily require text generating LLMs and can also be performed more efficiently by much smaller fine-
tuned encoder models, such as BERT (Rogers et al., 2020). BERT, compared to LLMs, can run locally on commonly available
computers without sharing copyrighted text data through Application Programming Interfaces (APIs).

Furthermore, current text mining methods for hazard documentation are focused on higher-income countries, where texts are
more easily available, or they focus exclusively on text written in widely spoken international languages, suited for most NLP
models (Franceschini et al., 2024; Taylor et al., 2015; Valenzuela et al., 2017). As a result, automatic text mining approaches

documenting geo-hydrological hazard events are poorly adapted to low- and lower-middle-income countries (Delforge et al.,
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2025; Gall et al., 2009). Therefore, text mining methodologies must include diverse linguistic and contextual settings,
especially when analyses are conducted across large regions or even at a global scale (De Bruijn et al., 2019; Kirschbaum et

al., 2015; Mayo et al., 2026).

Given these research and knowledge limitations, we develop HazMiner, a versatile multilingual text mining method designed
for application from the regional to the global scale. It leverages the full extent of textual sources to extract natural hazard
event-related information such as location, timing and impact (Sect. 2). Within this research, we use HazMiner to generate a
global dataset on geo-hydrological hazards by applying it to the Global Dataset on Events, Language and Tone (GDELT — The
GDELT Project, 2025), with the specific aim to improve their documentation, especially for regions that are typically under-
documented such as low- and lower-middle-income countries (Sect. 3). To assess the performance of the method and dataset,
we evaluate HazMiner at the global scale against a manually generated reference dataset and compare it to other hazard datasets
such as the Global Landslide Catalog (GLC — Kirschbaum et al., 2015), the Emergency Event Database (EM-DAT — Delforge
et al., 2025) and the Global Flood Monitor (GFM — De Bruijn et al., 2019) (Sect. 3). Before using the dataset, readers are
strongly encouraged to consult the evaluation and limitations of HazMiner, as its automated approach may result in false-
positive events and other biases. Taking these limitations into account, we finally discuss the added value of the HazMiner
dataset providing new insights in the geo-hydrological hazard distribution globally, and suggest avenues for future research,

discussing the versatility of HazMiner and its integration with other hazard detection methods (Sect. 4).

2 Methodology

HazMiner processes online news articles at the paragraph level through a workflow that consists of four main steps, each
applying different NLP tasks to extract hazard-related information. These steps are: (1) text preprocessing, (2) paragraph
filtering, (3) information extraction, and (4) event creation (Fig. 1). HazMiner is designed to use NLP models from the Hugging
Face Hub (https://huggingface.co), as they are easy to integrate, interchangeable, and open source. Whereas HazMiner is
designed to potentially document any type of natural hazard from text sources, in this work, we specifically configured it to
extract geo-hydrological hazard events. In this configuration, the output is a dataset on floods, landslides, and flash floods

events, where each event is identified through a cluster of geocoded paragraphs.

In the following sections, we further describe the main steps of the HazMiner methodology (Sect. 2.1 to 2.4), its evaluation

(Sect. 2.5) and its application to GDELT (Sect. 2.6).
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Figure 1: The workflow of HazMiner consists of four main steps. Each step is characterised by an input, a processing chain, and an
output. Key processing steps are highlighted by blue rectangles. Recurring datasets are marked with the same colour.

2.1 Text preprocessing

Text preprocessing consists of three subtasks: (1) text download, (2) paragraph extraction, and (3) text translation (Fig. 1, step
1). The text of the articles is downloaded from a user-introduced collection of URLs, using the newspaper3K package (Ou-
Yang, 2014), specifically designed for web scraping and parsing news articles. Within our application of HazMiner we
specifically used GDELT as a source for URLs (Sect. 2.6). Each article is, then, split into individual paragraphs. A paragraph
is defined as a text ending with a new line character (“/n”). Processing at the paragraph level allows for more detailed
information extraction, since news articles provide snippets of information through paragraphs. Articles and paragraphs are
assigned a unique ID, to preserve the link between the source and the extracted information within the dataset. Finally,
HazMiner translates non-English paragraphs into English, relying on two translation models, “Helsinki-NLP/opus-mt-mul-en”
(Tiedemann et al., 2024) and “facebook/mbart-large-50-many-to-one-mmt” (Tang et al., 2020), optimised for that purpose
(Table Al). Translation is necessary because many NLP models are trained primarily on English data, and the availability of

multilingual fine-tuned NLP models remains limited.

2.2 Paragraph filtering

After extraction, paragraphs are filtered for their relevance through three steps: (1) a hazard-related text filter, (2) hazard type

classification filter and (3) a non-event filter. Many news articles do not describe actual hazards but contain words that can be
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associated with hazards in other contexts. For instance, the term “landslide” may denote a natural hazard or, in politics, an
overwhelming electoral victory. Many text mining methodologies filter out such non-hazard-related content (De Bruijn et al.,
2019; Franceschini et al., 2022, 2024; Sodoge et al., 2023). For this, HazMiner applies a binary classification model (Fig. 1,
step 2) based on a fine-tuned version of the distiBERT model (Sanh et al., 2019) (Table A1) as these bidirectional encoder

models are particularly suited for classifying short text such as paragraphs (Blomeier et al., 2024).

Next, the paragraphs are classified into three hazards: floods, landslides, and flash floods (Fig. 1, step 2). This step uses zero-
shot classification, a method that assigns text to predefined categories by leveraging the semantic relationships encoded in the
NLP model’s word embeddings (Yin et al., 2019). We apply a fine-tuned multi-label classification DeBERTa model (Laurer
etal., 2024) (Table A1), which generates a score for each predefined category. The score reflects the strength of the relationship
between the paragraph and the classification term, ranging from zero (no relationship) to one (maximum relationship).
HazMiner assigns the hazard class with the highest score to the paragraph, provided the score exceeds empirical thresholds of
0.85 for floods, 0.55 for landslides, and 0.70 for flash floods. These thresholds are chosen based on validation data (see Sect.
2.5). Paragraphs below these thresholds are filtered out as ‘other’ hazard.

A limitation of zero-shot classification is that it relies on word embeddings rather than a precise definition of terms.
Furthermore, journalists are often not aware of the correct scientific classification, unintentionally misusing terminology. For
instance, a manual evaluation showed that paragraphs containing the word ‘mudslide’ are classified as floods, probably due to
the relationship between the words ‘mud’ and ‘water’. When Hungr et al. (2014) suggested an update of the Varnes
classification of landslides, they noted that the British use of ‘mudslide’ is often incorrect in news articles referring to a

landslide. We therefore corrected the classification, reassigning ‘mudslide’ paragraphs to the landslide category.

Lastly, non-events are filtered out using few-shot classification (Li Fei-Fei et al., 2006). Non-events are paragraphs reporting
early warnings or describing only the trigger of a hazard without the hazard event occurring. Like zero-shot classification, few-
shot classification assigns classes to text based on the model’s embedding space. But few-shot classification, compared to
zero-shot classification, is additionally fine-tuned on a limited number of annotated texts. For this, we fine-tuned the “sentence-
transformers/all-MiniLM-L12-v2” sentence transformer model (Tunstall et al., 2022; Wang et al., 2020) on 16 positive and 16

negative annotated paragraphs through two epochs using Sentence Transformer Fine-tuning (SetFit — Tunstall et al., 2022).

2.3 Information extraction from paragraphs

The three main types of information that characterise a geo-hydrological hazard event are timing, location, and impact (Fig. 1,

step 3). Each type of information has its specifications, which require an adapted extraction method.
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2.3.1 Timing

By default, HazMiner considers the publication date of the article as the timing of the hazard. Nevertheless, most articles
mention some form of timing; Valenzuela et al. (2017) found that 51% of landslide-related articles in Northern Spain reported
an accurate timing. The dates mentioned in the paragraphs are extracted using the dateparser Python package (Shabir et al.,
2025). These include actual dates, indicating a day, month and year, or date references, such as, ‘yesterday’ or ‘last
Wednesday’. Afterwards, these date references are used to calculate the actual date by correcting the article’s publication date.

For example, a reference date of ‘yesterday’ will result in a date, one day before the publication date.

2.3.2 Location

For the location, we use an innovative geoparsing method, adapted to use the full context of an article to geocode the place
names mentioned in a paragraph. Geoparsing is the extraction of a location (latitude and longitude) based on a place name
mentioned in a text. A geoparsing algorithm has two steps: (1) extraction of place names from the text and (2) geocoding of
the location based on the place name (MacEachren et al., 2011; Middleton et al., 2014). In HazMiner, place names are extracted
from the text using an XLM-RoBERTa model (Table A1), fine-tuned for multilingual NER tasks (Conneau et al., 2019). NER
is the extraction and categorisation into named entities such as place names, people, or organizations. Place name extraction

must be performed on the original text, as they are often altered in translation models.

Each place name extracted from the paragraph is geocoded into one location. Nominatim, an open-source geocoding tool based
on OpenStreetMap data (OpenStreetMap contributors, 2017), is used to geocode the place names. The main challenge of
geocoding is place names referring to multiple locations. To address this, our geocoding algorithm establishes a boundary
condition (Middleton et al., 2018; Middleton and Krivcovs, 2016). This boundary condition is defined by higher-level
administrative units (i.e., country and state levels) and is derived from the place names mentioned in their corresponding article.
The most frequently occurring country and state defines the boundary condition, limiting all locations to this specific country

and state.

Eventually, each paragraph, for which at least one place name is extracted, is assigned one location, which is defined by a
latitude, longitude, and bounding box (WGS84). A filter removes locations within one paragraph whose nearest neighbour is
further than 250 km, as such distances make it unlikely that these locations refer to the geo-hydrological hazard event and
instead suggest issues of place name disambiguation. By assigning one location per paragraph, based on all place names within
it, the likelihood of ambiguously geocoding place names is further minimised. The final latitude and longitude of the paragraph
are calculated as a weighted average of all remaining locations based on their administrative level, but only for administrative

units lower than provinces and higher than streets (Table A2). Points of interest and house numbers get assigned a weight of
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zero, as those are likely the result of wrongly geocoded place names. The bounding box is defined by the smallest possible

rectangle surrounding all used locations of the paragraphs.

2.3.3 Impact

Concerning the impact, HazMiner extracts the information using the RoBERTa model (Table A1), fine-tuned for Q&A tasks
(Chan et al., 2020). This specific model answers a given question by extracting text segments directly from the input context,
i.e., the paragraphs in the case of HazMiner. HazMiner extracts the number of fatalities, homeless, injured, affected, missing,
and evacuated. Questions are short and simple (Table A3). The answer is further analysed to extract numbers based on their

different writing styles and for numbers-in-words, which frequently occur in news articles.

2.4 Event creation: clustering paragraphs into events

UNDRR (United Nation office for Disaster Risk Reduction) defines a hazard event as “the manifestation of a hazard in a
particular place during a particular period” (United Nations Office for Disaster Risk Reduction, 2017). Similarly, HazMiner
defines a hazard event as a collection of paragraphs on one hazard type located in the same region within a certain timeframe.
Events are extracted from paragraphs based on a two-stage clustering algorithm (Fig. 1, step 4). In a first stage, the algorithm
clusters paragraphs in space; we define these clusters as zones with ‘high-hazard activity’. A second stage clusters the
paragraphs of each high-hazard activity zone in time. Only paragraphs for which a location was extracted (Sect. 2.3.2) are

considered in the spatially based event clustering algorithm.

The first stage clusters paragraphs in space using a density-based clustering algorithm called OPTICS (Ordering Points To
Identify the Clustering Structure) (Ankerst et al., 1999). OPTICS generates a one-dimensional density-based representation of
the dataset, called the reachability plot, which reflects the hierarchical structure present in the data. Specifically, news articles
have a spatially strong hierarchical structure, due to the uneven global distribution of media coverage on hazard events
(Berlemann and Thomas, 2019; Walter et al., 2016), as hazard events in high-income countries receive more media attention
compared to those in low and lower-middle-income countries (Eisensee and Stromberg, 2007; Murthy and Longwell, 2013;
Porter and Evans, 2020; Solman and Henderson, 2019). Clusters are identified in the reachability plot through the Xi-algorithm,
which detects significant changes in its steepness (Ankerst et al., 1999). For HazMiner, we selected an xi-value of 0.1 as an
optimal value at global scale based on visual interpretation of the data. Higher xi-values result in denser clusters, as they require
a steep slope in the reachability plot, whereas lower xi-values result in looser clusters. The OPTICS algorithm requires two
more parameters: (1) “maximum epsilon”, i.e., the maximum distance between elements within the cluster, and (2) the
maximum number of elements per cluster (i.e., paragraphs). Because floods and landslides seem to receive more media
attention compared to flash floods (Bailon et al., 2025), we set a higher threshold for event creation, corresponding to at least

10 paragraphs per event for floods and landslides, and five paragraphs for flash flood events. For all three extracted hazard



240

245

250

255

260

265

types, the maximum epsilon equals 0.5°, as we perceive paragraphs further away than 0.5° to spatially belong to a different

high-hazard activity zone (Gill and Malamud, 2014). Paragraphs that do not meet these requirements are discarded as noise.

The OPTICS algorithm generates many micro-clusters in very dense areas, increasing the likelihood of duplicating events. To
prevent this, HazMiner includes an additional step to merge closely spaced OPTICS-based clusters using the DBSCAN
(Density Based Spatial Clustering of Application with Noise) algorithm (Ester et al., 1996). DBSCAN requires one parameter,
epsilon, defined as the distance between two data points for them to be considered as one cluster. Epsilon is set small enough
to detect very dense areas in the OPTICS-based result, equalling 0.2° for floods and 0.05° for landslides and flash floods (Gill
and Malamud, 2014). After applying both OPTICS and DBSCAN, the clusters represent zones with a higher number of hazard

reports, i.e., high-hazard activity zones.

The second stage of paragraph clustering extracts hazard events by identifying the specific moments in time when hazard
events occur. This is achieved by applying DBSCAN clustering over time within each high-hazard activity zone. Periods with
a high number of paragraphs are grouped into clusters, representing a single hazard event, while those with few paragraphs are
discarded as noise. In this context, epsilon is set to two days, defining the temporal neighbourhood within which paragraphs
can be considered part of the same event. However, event boundaries in DBSCAN are determined not only by this temporal
threshold but also by the density of paragraphs within the resulting temporal region. Consequently, a later paragraph may not
be assigned to the same event if it is insufficiently connected to a sufficiently dense temporal cluster even if the data gap is
smaller than epsilon. For the same reason as the first stage of the event creation algorithm, namely that floods receive more
media attention compared to landslides or flash floods (Bailon et al., 2025), we set the minimum number of samples, i.e.,

paragraphs, equal to 10 paragraphs for floods and five paragraphs for landslides and flash floods.

The obtained result is a dataset of events, characterised by their location, timing, and impact. The location is described by
latitude, longitude, and a bounding box. The latitude and longitude are expressed in decimal degrees (WGS84) and calculated
as the medoid of all paragraph locations within the cluster, while the bounding box is the smallest rectangle encompassing all
paragraph locations. The timing is described by the earliest, median, and latest dates found in the cluster of paragraphs, as well
as by the duration, which corresponds to the time duration between the earliest and latest dates found. The events’ impact is
estimated by the median of the paragraphs’ impact, for each impact category, namely the number of fatalities, homeless people,
injured people, affected people, missing people, and evacuated people. Before calculating the median, two filters are applied:
(1) removing outliers based on 1.5 times the interquartile range, and (2) removing impact numbers that are reported fewer than
five times. Lastly, for each event an uncertainty of the abovementioned parameters, in location, time and impact, is reported

through a bootstrap analysis with 100 cycles.
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2.5 Evaluation of HazMiner

HazMiner is evaluated for six intermediate processing steps: the binary classification of the paragraphs into hazard-related
text, the classification of paragraphs into different hazard types, the non-event filter, the time extraction, the geocoding
algorithm, and the impact extraction. An overview of all sample strategies and sample size for each evaluation step can be
found in Table A4. All datasets are sampled independent of each other. The NLP models used in the paragraph filtering step
were evaluated based on recall, precision, and F1-score of the positive classes. Evaluation of these steps allowed us to assess

the reliability of the extracted information, as they primarily depend on the performance of NLP models.

The classification algorithms are evaluated based on a manual annotation of English and translated paragraphs (Table A4).
They are manually annotated until the false-positive rate converged and remained constant with increasing annotation sample
size. A total of 750 and 2000 paragraphs were annotated for the classification of hazard-related text and the classification of

hazard types, respectively.

HazMiner’s time extraction algorithm is evaluated at both the event and paragraph levels, against the two reference datasets;
EM-DAT and GFM. Data points between the HazMiner and reference datasets are compared, for the same period as the
availability of HazMiner data, based on the best spatiotemporal match, prioritising a spatial match. Both reference datasets
report the timing as a period, illustrated by its start and end, which is compared to the start and end at the event level and time

at the paragraph level. The datasets are evaluated based on the time difference.

The geoparsing algorithm is evaluated against two reference datasets: (1) GLC and (2) 100 manually geolocated paragraphs.
The GLC reports landslide events, each linked to one news article. For comparison, we extracted the event location from the
same articles, using HazMiner. As the GLC only covers landslides, we additionally manually geolocated 100 paragraphs in
English and non-English that describe floods, landslides, or flash floods. These paragraphs are selected randomly from the
collection of paragraphs for which a location was extracted by the NER model. Non-English paragraphs are translated into
English with Google Translate, and event locations are identified using Google Maps. For both evaluations, the reference
locations (GLC or manual) are compared to HazMiner outputs based on the distance between coordinate pairs, calculated with

the Haversine formula.

HazMiner’s impact extraction is evaluated against EM-DAT’s impact data. Two differences should be considered when
comparing the datasets. First, EM-DAT reports fatalities, injuries, and affected populations, while HazMiner additionally
extracts the number of people missing and homeless. The evaluation is limited to the three common impacts. Second, EM-
DAT reports its impact at the country level, while HazMiner provides this information at the event and paragraph level. For

events occurring in the same country, the best match between the two datasets is defined as the smallest difference in reported
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impacts. Furthermore, to account for the evolving nature of media reporting, the comparison is restricted to HazMiner articles
and paragraphs published within five days of the EM-DAT event start date. The comparison metric is the difference in impact

values between HazMiner and EM-DAT for each matched event.

Finally, we manually reviewed the paragraphs associated with 75 events to assess their relevance, coherence, and consistency
with the documented event location, timing and impact. The reviewed events included, according to the HazMiner
classification, 24 floods, 24 landslides and 27 flash floods. Their spatial distribution across continents per hazard type can be

found in Table AS5.

2.6 The global HazMiner dataset: HazMiner applied at the global scale using GDELT

For this manuscript, we specifically applied HazMiner to generate a global dataset on geo-hydrological hazards. URLs of news
articles extracted from GDELT were used as input to HazMiner. GDELT is an online database that monitors global events of
all kinds by, for example, analysing online news articles (The GDELT Project, 2025). We used the Global Knowledge Graph,
consulted through the GDELT API. A keyword-based API request returns news articles published since 2017, containing at
least one of the specified keywords. The list of URLs can be consulted in the final dataset (see in Sect. Code and data
availability).

The keywords used to generate the HazMiner dataset are geo-hydrological terms related to floods, landslides, and flash floods,
often referenced by English newspapers, they are presented to the API as one structured query (Eq. 1), creating one dataset for

all three hazard types:

(flood OR inundation OR inundated OR "flash flood" OR deluge OR “sudden flood” OR landslide OR "debris
flow" OR rockslide OR mudslide OR landslip OR "ground collapse" OR "soil sinking" OR subsidence)

The data was retrieved from the API on 1 July 2024 for the articles published between 1 January 2017 and 31 December 2023,
while those published between 01 January 2023 and 01 January 2025 were retrieved on 04 April 2025. The GDELT API
provides news articles in 65 languages. We use two fine-tuned translation models (Table A1) that can translate 57 of 65
languages; covering 58 languages (Table A6A6), including English, excluding Bosnian, Kazakh, Malay, Nepali, Punjabi,

Serbian, and Slovak.
Lastly, the global dataset on geo-hydrological hazards is compared to three reference datasets: EM-DAT, the GLC, and the

GFM for all events and only extreme events, i.e., events with more than 10 fatalities. HazMiner is compared to the reference

dataset in total number of events and in relative variation calculated as:
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where Ny g piner 18 the total number of HazMiner events and n,.. ¢ is the total number of events in the reference dataset. EM-
DAT is compared to HazMiner over the same period from 2017 through 2024. The GFM is compared with HazMiner from
2017 to March 2023, corresponding to the temporal overlap between the two datasets. The GLC is compared to HazMiner
from 2007 through 2014, including the same number of years as HazMiner but a different period. The comparison is done
across the different income classes defined by the World Bank Country Classification from 1 July, 2025 until 30 June, 2026
(Metreau et al., 2025). Furthermore, the HazMiner dataset is analysed in relation to characteristics of the built and natural
environment; including population density (European Commission. Joint Research Centre, 2023), drainage channels with a
long-term average discharge larger or equal to 1 m? s (Lehner and Grill, 2013), and landslide susceptibility (Stanley and
Kirschbaum, 2017).

3 Results
3.1 Reported events

HazMiner processed 6,366,905 articles (end of step 1; text preprocessing, on Fig. 1), comprising of 98,001,284 paragraphs. It
documented 24,407 events worldwide over the 2017-2024 period, including 15,313 floods, 6,836 landslides, and 2,258 flash
floods (Table 1). Over the same period, HazMiner documented over four times more events than EM-DAT (Delforge et al.,
2025). Overall, the increase of information is the highest for landslides, as well as for high-income countries (Table 1).
Compared with the other reference datasets, HazMiner reported more landslide events than GLC in the high- and low-income

classes, but fewer flood events than GFM across all income classes.

In both HazMiner and EM-DAT the highest share of extreme flood and landslide events, i.e. events with more than 10 fatalities,
occur in the low-income class (Table 2). However, EM-DAT has a higher share of extreme events with the largest differences

in the low- and lower-middle-income classes for landslides.

At the country level, HazMiner reports more events in nearly all countries compared to EM-DAT, the most notable variation
of this pattern being in Latin America (Fig. 2). HazMiner outperforms EM-DAT not only in countries where EM-DAT reports
the highest number of events, but also in countries where EM-DAT does not have data, like with the landslides in Europe and

Canada.
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Table 1: Total number of HazMiner events and the relative variations (Eq. 2) in event numbers compared with three reference
datasets; EM-DAT, GFM and GLC. The datasets are described and compared per hazard type and over different income classes.
EM-DAT is compared with HazMiner over the same period from 2017 to 2024. GFM is compared with HazMiner from 2017 to
March 2023, corresponding to the temporal overlap between the two datasets. GLC is compared to HazMiner from 2007 to 2014,
including the same number of years as HazMiner but a different period. Values greater than one indicate that HazMiner reports
more events than the corresponding reference dataset. The four income classes are defined by World Bank (Metreau et al., 2025):
High-Income (HI), Upper-Middle-Income (U-MI), Lower-Middle-Income (L-MI), and Low-Income (LI). Backslashes indicate no
data, as these datasets do not include these hazards.

Hazard Floods Landslides Flash floods
Income class HI U-MI L-MI LI HI U-MI L-MI LI HI U-MI L-MI LI

Number of events

HazMiner 8298 3198 2494 444 2885 1633 1479 166 1186 338 425 135
EM-DAT 185 463 272 168 13 65 50 40 46 106 67 49
GFM 8489 6469 2991 724 / / / / / / / /
GLC / / / / 2599 2375 1722 8l / / / /
Comparison  with

HazMiner

EM-DAT (%) 45 7 9 3 222 25 30 4 26 3 6 3
GFM (%) 077 040 067 050 / / / / / / / /
GLC (%) / / / / .11 069 08 2.04 / / / /

Table 2: Percentage of extreme events in HazMiner and EM-DAT, and their difference in share. Extreme events are defined as
events with more than 10 fatalities. The datasets are described and compared per hazard type and over different income classes.
The four income classes are defined by World Bank (Metreau et al., 2025): High-Income (HI), Upper-Middle-Income (U-MI), Lower-
Middle-Income (L-MI) and Low-Income (LI).

Hazard Floods Landslides Flash floods

Income class HI U-MI L-MI LI HI U-MI L-MI LI HI U-MI L-MI LI
HazMiner 2.16 6.35 6.74 1126 1.53 7.29 5.75 12.05 2.02 12.43 588 11.11
(%)

EM-DAT 14.05 3197 5331 53.57 46.15 84.62 90.00 92.50 1522 37.74 53.73 69.39
(%)

Difference 11.89 25.62 46.57 4231 4462 7733 8425 8045 1320 2531 47.85 5828
(%)
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Only EM-DAT Same number of Only HazMiner
floods floods floods
0 25 50 75 100
(D) Share of HazMiner floods (%)

Only EM-DAT Same number of Only HazMiner
landslides landslides landslides
0 1 2 3 4 5 6 7 8 0 25 50 75 100
Country share to all EM-DAT landslides (%) Share of HazMiner landslides (%)

(F)

(E)

Only EM-DAT Same number of Only HazMiner
flash floods flash floods flash floods
0 1 2 3 4 5 6 7 8 0 25 50 75 100
Country share to all EM-DAT flash floods (%) Share of HazMiner flash floods (%)

Figure 2: Comparison between the HazMiner and EM-DAT event databases at the country level (2017 to 2024), for floods (A and
B), landslides (C and D), and flash floods (E and F). A, C and E show the percentage of the total EM-DAT events per country over

380 all EM-DAT events. B, D and F show the share of HazMiner, or EM-DAT events, when combining both datasets. Grey countries do
not have any data.
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3.2 Evaluation of HazMiner

Evaluations of HazMiner included manual assessment (binary filter of hazard-related text, zero-shot hazard classification, non-
event filter and event evaluation), and comparison with the GLC (geoparsing), EM-DAT (time and impact extraction) and

GFM (time extraction) databases.

As mentioned in Sect. 2.5, the classification of hazard-related text was evaluated against 750 manually classified paragraphs,
of which 123 were positively annotated and 627 negatively (Table 3). This resulted in a recall of 0.59 (true positives; Fig. 3C)
and precision of 0.61, at the optimal confidence threshold of 0.5. The low recall means that 41% of true hazard-related

paragraphs were missed.

The zero-shot hazard classification was evaluated against 2000 manually classified paragraphs, of which 477 were annotated
as floods, 69 as landslides, 60 as flash floods and 1394 as “other hazard” (Table 3). To optimise the zero-shot hazard
classification, we calibrated confidence thresholds for each hazard by evaluating the trade-off between true positive rate and
false positive rate. For floods, a relatively high threshold (0.85) was selected to reduce the number of false positives, resulting

in a false positive rate of 0.16. Lower thresholds were selected for landslides (0.55) and flash floods (0.70).

These thresholds resulted in a classification of floods and landslides characterised by a high recall of 0.78 and 0.73,
respectively. This indicates that the model correctly identifies a large proportion of the positively annotated flood- or landslide-
related paragraphs. But its low precision results in a considerable proportion of paragraphs predicted as floods (precision of
0.65) or landslides (precision of 0.64), that are in fact not related to these hazards (Table 3). For floods, these false positives
paragraphs mostly describe heavy rains, without any flooding (Fig. 3F). The landslide classification has a false positive rate
of 0.01; many annotated non-landslide paragraphs are correctly classified as non-landslides. In contrast, the classification of
flash floods has a low recall of 0.63, but high precision of 0.92 (Table 3). The low recall can be explained by many flash floods

being misclassified as floods (Fig. 3F). However, when the model predicts a flash flood, the prediction is generally correct.

Non-events are filtered out by the “ValkB/all-MiniLM-L12-v2 HazMiner nonevents” NLP model (Valkenborg et al., 2026)
with a Fl-score of 0.74, a recall of 0.78 and precision of 0.71. This step was evaluated against 89 positive and 79 negative

annotated paragraphs (Table 3). The confusion matrix can be consulted in the appendix (Fig. Al).

The classification of hazard-related text, and the flood classification steps are characterised by a low precision. Nevertheless,
the propagation of this low precision over HazMiner is limited due to sequential filtering; many false positives are filtered out
at a later stage. For example, from the 750 paragraphs evaluated for the hazard-related text classification, 46 were falsely

classified as hazard-related text (Fig. 3A). Of these 46 false positives, only six were subsequently classified as either flood,
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landslide or flash flood by the zero-shot hazard classification step. The other 40 false positive paragraphs were removed from

the HazMiner dataset by the zero-shot hazard classification step. Similarly, 248 paragraphs, evaluated for zero-shot hazard

classification, were falsely classified as floods (Fig. 3B). In the subsequent non-event filter, 110 out of these 248 false positives

were correctly identified as non-events and excluded from the final HazMiner dataset.

Table 3: The F1-score, recall and precision of the positive class for different tasks at a given threshold. For each task the number of
positive and negative labels used for the evaluation are reported.

Task Threshold  N° of pos. labels N° of neg. labels F1-score Recall  Precision
Filter hazard-related text ~ 0.50 123 627 0.60 0.59 0.61
Flood classification 0.85 477 1523 0.78 0.98 0.65
Landslide classification 0.55 69 1931 0.73 0.81 0.64
Flash flood classification  0.70 60 1940 0.75 0.63 0.92
Filter non-events / &9 79 0.74 0.78 0.71
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Table 4: Evaluation of HazMiner’s time extraction algorithm based on EM-DAT (n = 1,308) and GFM (n = 18,719) reference
datasets. For the best spatiotemporal match, differences between the reference dates and the dates extracted by HazMiner were
calculated for the start and end dates at the event and paragraph levels. Summary statistics of these differences are reported as the
minimum (Min.), 25th percentile (Q25), median, 75th percentile (Q75), and maximum (Max.). A negative value indicates that
HazMiner provides a later start or end.

Events Paragraphs

Difference with Difference with Difference with Difference with

start (days) end (days) start (days) end (days)

Min. -1577 -1670 -4 -93

z Q25 | 0 -3 0 0

a Median 1 0 0 0

2 Q75 6 2 1 0
Max. 1834 1833 2634 2631
Min. -928 -925 -218 -216
Q25 -32 -32 -3 -3

% Median 0 1 0 1
Q75 20 22 2 4
Max. 1209 1227 185 187

The timing of HazMiner events and paragraphs was evaluated against the timing of two reference datasets; EM-DAT and GFM
(Table A4). Around 50% of the HazMiner events have a time difference of minimum 0 to maximum 6 days with the start of
the EM-DAT event and -3 to 2 days with the end of the EM-DAT event. These results suggest that HazMiner generally reports
a later start compared to EM-DAT. Similar results are reported for the GFM but with a wider range (for the start between -32
and 20 days, and for the end between -32 and 22 days) (Table 4). Paragraphs have a smaller difference in timing between the
reference dataset and HazMiner, which is probably due to the many paragraphs available in HazMiner, increasing the

likelihood of a temporal match.
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Figure 4: Evaluation of the HazMiner geoparsing algorithm to (A) the GLC and (B) manually geolocated paragraphs.

To evaluate the geoparsing algorithm, HazMiner was applied to the articles included in the GLC (Table A4), the locations
extracted by HazMiner were compared with the corresponding locations reported in the GLC (Fig. 4A). This resulted in a
median difference of 30 km between a GLC location and the HazMiner location for the same article. The GLC additionally
reports an uncertainty with each location, ranging from 0 to 100 km. The majority of HazMiner locations (59%) were located
outside the GLC uncertainty. The exact location of the GLC event is known for 26 paragraphs for which the median distance

between the GLC’s exact location and the HazMiner location is 3 km.

Additionally, we manually located 100 randomly selected paragraphs based on the location description of the hazard event and
evaluated them against the geoparsed HazMiner location (Fig. 4B). The median distance between HazMiner and the manual
evaluation point is 4 km (n = 70 paragraphs). For the manual evaluation, the median distance to the event is larger for the

HazMiner locations when the location relies on multiple place names in the paragraph.
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Figure S: Evaluation of HazMiner impact extraction through a comparison with EM-DAT data. Plots A—C show fatalities, D-F
injuries, and G-I affected populations. For each impact type, HazMiner values are compared to EM-DAT at the event level (A, D,
G) and paragraph level (B, E, H), with the red dashed line indicating the 1:1 relationship. Plots C, F, and I display the differences
between HazMiner and EM-DAT for both event- and paragraph-level data.

HazMiner’s impact extraction algorithm was evaluated against the impacts of disasters documented by EM-DAT (Table A4).
For each EM-DAT event, the best matching HazMiner record is identified at both the paragraph and event levels. A match is

defined as a HazMiner data point occurring in the same country (as EM-DAT only reports their impacts at the country level),
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and with the smallest difference in reported impact. Overall, HazMiner tends to underestimate EM-DAT values for all three

extracted impact types, with the largest underestimation observed for the number of affected people (Fig. 5I).

Based on a manual inspection, we noticed that translation might influence impact extraction. For instance, the Turkish
sentence: “Yapilan agiklamada, 1,6 milyonu ¢ocuk olmak iizere 4 milyon kisi, ani selde mahsur kaldi” was translated by the
HazMiner translation model as “4 million people lost their lives”. However, a native Turkish speaker translated it as follows:
“According to the statement, 4 million people, which 1.6 million are children, are stranded by the flash flood”. Two issues
emerge: (1) the impact type is misclassified, with “affected” translated as “fatalities”, and (2) part of the information, “/.6

million children”, is lost. These highlighted limitations are discussed in Sect. 4.5.1.

Of the 75 evaluated events, 70 (93%) corresponded to an actual geo-hydrological hazard event. The extracted hazard type was
correctly identified in the paragraphs for 65 events (87%), while the paragraphs consistently referred to the same event for 59
events (79%). In terms of information extraction, the event location was correctly documented for 62 events (83%). Temporal
information was present in at least one paragraph for 52 events (69%). Among these, the reported timing fell within the
documented event duration (i.e., between the recorded start and end dates) for 37 events (71%). Moreover, for 28 of the 52
events (54%), at least one paragraph reported a hazard date that exactly matched the extracted event date. HazMiner events
appear to under-detect impact information in the text. Although 42 events contained paragraphs describing at least one impact
category documented by HazMiner, only 11 events had a reported impact. Detailed results for each impact category are

provided in Table A7.

Lastly, the sensitivity of the three clustering parameters—xi-value, minimum number of paragraphs, and maximum epsilon—
was evaluated with respect to the number of events, the average number of paragraphs per event, and the average duration.
Among these parameters, the minimum number of paragraphs showed the largest influence on the results, whereas the xi-value

and maximum epsilon had only a minor effect (Fig. A2).

3.3 Global spatiotemporal distribution of impactful hazard events

At the global scale, a geo-hydrological hazard event extracted from news reporting is characterised by a mean duration of two
days and an average size, i.e., the bounding box containing all paragraphs per event, of 1,929 km? and median of 0.009 km?.
Generally, geo-hydrological hazard events occur in densely populated areas, with 56% of events having a population density
higher than 61 people per km?, the mean global population density (European Commission. Joint Research Centre, 2023).
Flood events contain the most data (average of 89 paragraphs per event), compared to landslides (average of 24 paragraphs

per event) or flash floods (average of 20 paragraphs per event).
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The temporal distribution of floods, landslides, and flash floods follows a seasonal trend for both hemispheres (Fig. 6). The
Northern Hemisphere reaches its maximum from May to September, while the Southern Hemisphere reaches its maximum
from January to March, especially for floods and flash floods. These maxima align with seasonal cycles and are even more

pronounced at different latitudes, shifting over time for all three hazards (Fig. 7B, D, F).

When displayed on a world map, the geo-hydrological hazard events reveal spatial patterns that broadly align with expected
global trends (Fig. 7). Events mainly concentrate in densely populated areas, along river networks and, especially for landslides
and flash floods, around mountainous areas (e.g., the Himalayas, Alps, or Andes). Additionally, floods are almost absent in

arid to semi-arid regions (the Sahara or Western Australia).

However, the spatial distribution of events remains biased towards high-income countries (Table 1). For example, 5,795 events
are reported in the USA (approximately 9.2 million km? landmass), i.e., 1.9 times the number of events in the Southern

Hemisphere (approximately 49.2 million km? landmass).
These observations correlate with the fact that the number of paragraphs per event significantly differs between high- and low-

income countries, e.g., between the USA (average of 81 paragraphs per event, n: 5,795 events) and Africa, containing 21 out

of 25 low-income countries (average of 32 paragraphs per event, n: 999 events) (Mann—Whitney U Test, p-value: 2.3e-08).
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Figure 6: Weekly time series of hazard events in HazMiner dataset by type and hemisphere. Plots A—B show flood events, C—-D
landslide events, and E-F flash flood events, with the A, C, E plots representing the Northern Hemisphere and the B, D, F plots the
Southern Hemisphere.
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Nevertheless, HazMiner’s multilingual approach significantly reduced spatial biases and increased the amount of information
available for event extraction, showing that some events would be missed if only English text was processed. Within the
filtered paragraph dataset, 41% of the news sources related to hazard events are based on non-English text. This resulted in an
18% increase in the number of events detected globally. It is also worth noting that there are large national differences in the
distribution of events coming from non-English text. For example, in Vietnam, Vietnamese text accounts for 81% of all
paragraphs (40,864 paragraphs). For Germany, 80% of events would be missed if only English text were considered. Overall,
it is mostly continental Europe, South and Central America, Africa, and Southeast Asia that highly depend on non-English text

for the detection of geo-hydrological hazard events (Fig. 8E and F).

The event-level further illustrates how restricting extraction to English sources leads to substantial informational and spatial
gaps, as shown by the 14115 July, 2021 flood affecting Germany, Belgium, and the Netherlands (Tradowsky et al., 2023).
In Germany and the Netherlands, most paragraphs were non-English (Fig. 9C-E). Languages are regionally bounded, as Dutch
paragraphs occur in the Netherlands and German paragraphs in Germany. Furthermore, English text concentrated in certain
regions (Fig. 9B), while local language paragraphs (German and Dutch) have a larger spatial distribution. Therefore, focusing
only on English text would result in information loss, in the number of paragraphs but also spatially. Yet, English text remains
crucial in regions for which text or NLP models in local languages are sparse. For example, Africa contains 110 detected flash
flood events despite having only 30 translated flash-flood paragraphs (Fig. 8D), likely because of its large quantity of English
paragraphs on flash floods (2,976 paragraphs).

Despite the added value of multilingual sources, the translation complicates zero-shot hazard classification, especially for flash
floods (Fig. 8G and D). First, translated paragraphs are more often filtered out (72% reduction) than English ones (54%
reduction), which may underrepresent regions relying on translated data. Second, this underrepresentation depends on the
hazard classes. Data on flash floods from translated text is limited (2%) compared to other hazards (i.e., 19% for floods and

14% for landslides).
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Figure 9: Spatiotemporal distribution of paragraphs for one HazMiner flood event in Germany, Belgium and the Netherlands on
14-15 July, 2021. Maps A-B show maps of flood paragraphs with (A) the density of flood paragraphs, and (B) the language
distribution. Plots C-E show the distribution of languages for Germany, the Netherlands and Belgium, respectively. Plot F shows a
time series of the number of paragraphs at a daily resolution.

3.4 Paragraph-based extraction results in detailed regional documentation

Paragraph-based processing of news articles resulted in a new dataset containing information on the occurrence and impact of
geo-hydrological hazards at the paragraph level. Focusing on data quantity, the paragraph dataset delivers a more complete
documentation compared to traditional datasets. This is illustrated by two hazard-prone regions: the Himalayas and Eastern
Africa. For example, EM-DAT requires, among other criteria, that a hazard event results in a minimum of 10 fatalities for it
to be included. In the Himalaya, 5% of all landslide paragraphs — or 62% of all landslides with fatality information (n=2,107)
— report at least one death but fewer than ten. In Eastern Africa, flash floods account for the largest share of such cases: 5%

of all flash flood paragraphs, or 52% of those with fatality information, involve fewer than 10 fatalities.

This increase of information on geo-hydrological hazards is further illustrated by the spatial distribution of paragraphs in these
example regions (Fig. 10). In the Himalayas, HazMiner detects 140,734 paragraphs, of which 107,759 describe floods, 24,780
describe landslides, and 8,195 describe flash floods. For Eastern Africa, a region that is naturally less prone to geo-hydrological

hazards compared to the Himalayas (Stanley and Kirschbaum, 2017): 21,441 paragraphs are detected in total, including 17,305
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for floods, 2,627 for landslides, and 1,509 for flash floods. For both regions, the spatial distributions reflect the underlying
geomorphology. Flood-related paragraphs are located along rivers, with an average distance of 13 km in the Himalayas and 3
km in Eastern Africa. Similarly, landslide-related paragraphs are concentrated in susceptible areas: 77% of Himalayan
landslide-related paragraphs and 42% of those in Eastern Africa fall within zones of moderate to very high landslide

susceptibility.

Furthermore, the paragraph dataset offers new possibilities to study the impact of geo-hydrological hazards, revealing patterns
in reported fatalities. For example, in the eastern Himalayas, floods are associated with a higher number of reported fatalities

than elsewhere in the region (Fig. 10A).

Despite these consistencies and opportunities, the paragraph dataset contains biases. First, the spatial distribution of landslide-
related paragraphs is influenced by country borders. For example, the region of Tibet shows far fewer paragraphs than India
or Nepal, although it is landslide-prone, but sparsely populated (Fig. 10C). A similar underrepresentation is observed for

Ethiopia compared to neighbouring countries (Fig. 10D).

Lastly, paragraph-based processing provides detailed insights not only at the regional level but also, in some cases, at the level
of individual events. For example, for the major flood event of 14"-15" July, 2021 that occurred at the border between
Germany, Belgium and the Netherlands (Tradowsky et al., 2023), HazMiner extracted 22,451 paragraphs (Fig. 9A); illustrating
the spatial distribution of the event and which regions are affected. Paragraphs also offer a unique interpretation of temporal

evolution of an event, with the highest number of paragraphs being recorded on the day of the flood (Fig. 9F).
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Figure 10: Spatial distribution of hazard-related paragraphs in the Himalayas (A, C, E) and Eastern Africa (B, D, F) from 2017
through 2024. Maps A-B show floods, C-D landslides, and E-F flash floods. Paragraphs reporting fewer than 10 fatalities—one of
the EM-DAT thresholds for disaster inclusion—are highlighted in red (floods) and green (landslides, flash floods). In maps A, B, E
and F black lines represent rivers, while in maps C and D black lines indicate country borders. In C and D, the landslide susceptibility
values are from Stanley and Kirschbaum, 2017.
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4 Discussion

The development of HazMiner and the resulting global dataset of geo-hydrological hazard events demonstrate both the
potential and the challenges of using text mining for hazard documentation. This new approach focuses on paragraph-based

processing in multiple languages.

4.1 New insights into the global distribution of geo-hydrological hazards

HazMiner significantly increases the information available for geo-hydrological hazard documentation. One reason for such a
difference between datasets originates from thresholds introduced by methods (Gall et al., 2009). In the case of EM-DAT, the
dataset includes disasters with more than 10 fatalities or at least 100 affected people or events with a call for international
assistance or an official emergency declaration (Delforge et al., 2025). Our study indicates that these inclusion criteria of EM-
DAT result in significant data gaps in low- and lower-middle-income countries. HazMiner records a substantially larger
number of less severe events that are absent from EM-DAT (Tables 1) thereby providing a more comprehensive documentation
of geo-hydrological hazards in the most vulnerable regions. In high-income countries, HazMiner and EM-DAT have a similar
share in events with more than 10 fatalities, one of EM-DAT’s inclusion criteria (Table 2); meaning that low-fatality events in

high-income countries are also documented in EM-DAT due to the other two thresholds.

The biases are not only in the number of events, but also in their spatiotemporal distributions. For example, the Global Fatal
Landslide Database, documenting only fatal landslides (Froude and Petley, 2018), reports fewer events in the UK and North
America compared to the HazMiner and GLC datasets, as these regions record fewer fatal landslides. Consequently, impact
thresholds influence the interpretation of these datasets. As shown in Sect. 3.4, HazMiner reports fewer deaths per landslide
compared with EM-DAT (Gomez et al., 2023). Figure 10 indeed confirms that at the paragraph level, fatality numbers are
mostly below the ten-fatality threshold of EM-DAT. Nevertheless, the cumulative impact of these events remains significant

(Froude and Petley, 2018) and remains under-estimated in under-documented regions (Kanyiginya et al., 2024).

These findings illustrate the potential of automated text mining algorithms. Compared with EM-DAT, HazMiner extracted
significantly more events for all three hazards covered here. Automated text mining in multiple languages increases the number
of sources for hazard documentation, reducing their biases. At the regional scale, the potential of text mining for hazard
documentation is also important, as studies focusing on regional text often deliver the most detailed information in large

quantities (Calvello and Pecoraro, 2018; Dominguez Cuesta et al., 1999; Franceschini et al., 2022; Valenzuela et al., 2017).

4.2 Methodological improvements enhanced geo-hydrological hazard data for low- and lower-middle-income countries

The amount of information extracted in low- and lower-middle-income countries increases when focusing on both national

and international sources. Sources of high-income countries publish on hazard events in low- and lower-middle-income
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countries, especially when there is a special relationship between the reporting and affected countries (Solman and Henderson,
2019) or when there is a significant impact (Fetzer and Garg, 2026). We show here the added value of a global-scale application

to increase documentation in countries where information is commonly the most lacking.

In addition to its global application, HazMiner includes three key methodological changes that improved hazard documentation
in low- and lower-middle-income countries. First, our results suggest that a multilingual approach can enhance geo-
hydrological hazard documentation and help identify hazard information that may be underrepresented in global datasets. This
spatial bias especially affects documentation in low- and lower-middle-income countries, where English is not always the main
language (Fig. 8). Some regions in these countries have a strong association with one or more languages. Leaving out such
languages results in data gaps (Sect. 3.3). Despite this, non-English text still needs to be translated before processing by English
fine-tuned NLP models as there are not sufficient fine-tuned multilingual NLP models for hazard specific text mining
applications (Ghosh et al., 2022). Furthermore, some languages, such as Swahili, still result in translation errors or have limited
support in NLP models (Conneau et al., 2019; Joshi et al., 2020; Robinson et al., 2023). This gap could be addressed by

developing more fine-tuned multilingual NLP models or train models only on specific languages.

Second, the paragraph-based processing (Fig. 10) significantly increased the amount of information extracted from news
articles, especially for low- and lower-middle-income countries. Nevertheless, there are more paragraphs available per event
in high-income countries than in low-income countries (Fig. 7B, D, and F; Sect. 3.3). The density-based clustering analysis in
the event creation algorithm mitigated this imbalance in the quantity of news articles. By applying low-threshold criteria for
clustering, the method ensured that events with only a few paragraphs were still detected and assigned the same importance as

those with more extensive reporting.

Third, an adapted geoparsing algorithm working at the paragraph-level using the full context of the article, with Nominatim
for geocoding, likely enhanced the documentation of geo-hydrological hazards. Alternatively, gazetteers are a popular
approach for extracting place names (De Bruijn et al., 2019) or geocoding (Battistini et al., 2013; Cervone et al., 2016;
Middleton et al., 2014). However, gazetteers are biased and often underrepresent locations in low- and lower-middle-income
countries, they are influenced by a country’s wealth, Internet access and its policies on open access of national geospatial data

(Acheson et al., 2017; Graham and De Sabbata, 2015).

4.3 Methodological limitations of HazMiner

HazMiner has two limitations introduced by the methodology. First, its paragraph-based approach — one of HazMiner’s main
strengths — introduces a constraint. By treating each paragraph as one standalone unit of information, HazMiner does not share
information across multiple paragraphs within the same article. Consequently, paragraphs reporting only timing or impact

information without a location are excluded from event creation. Nevertheless, these paragraphs are still processed, and their
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connection to the full article is maintained through unique identifiers. HazMiner does not use this connection in its event
creation algorithm, as sharing information across paragraphs within the same article without an in-depth knowledge of the
article’s content comes with a risk. Such information sharing would assume that each article describes a single event occurring
at a single location, which is often not the case. For example, articles reporting on a storm may include paragraphs mentioning
floods on multiple locations with varying impacts. HazMiner’s approach of paragraph-based processing extracts the
information on floods, i.e., information can be overlooked when processing at the article level. Future research on inter-
paragraph relationships is needed to address such overlooked information. Possible solutions could be designing similarity

metrics or network-based approaches to model how information is shared across an article.

Second, HazMiner does not currently post-process duplicate reports of the same hazard event across different news sources.
Duplicates are especially common at the paragraph level and can result in double-counting of impacts if they are left unfiltered.
Methods such as the Jaccard similarity (Vogler et al., 2020) or sentence similarity (Kreuzer and Damm, 2020) could be
implemented to detect duplicates of paragraphs and improve impact assessment (Sodoge et al., 2023). Yet, duplicated
paragraphs are crucial to HazMiner events as they improve an event’s reliability by having multiple sources (De Bruijn et al.,
2019). To avoid duplicate events, the HazMiner event creation algorithm ensures that each paragraph is used only once and

cannot appear in multiple clusters.

4.4 Biases in the HazMiner dataset originating from using text remain

Text as a source of information remains challenging to process, and biases persist. The HazMiner dataset is affected by five
main biases: source, language, systemic, hazard, and translation biases. These five biases affect the spatial distribution of geo-
hydrological hazard events. Therefore, users of HazMiner and its dataset should be aware of these biases and interpret the data
accordingly. Especially the global application of HazMiner further complicates the source, language, translation, and systemic
bias. Many text mining studies for natural hazard documentation avoided these biases by focusing on one event (Li et al.,
2021) or by detecting events at the regional to national scale (Avcioglu et al.,, 2025; Dominguez Cuesta et al., 1999;
Franceschini et al., 2024; Madruga De Brito et al., 2025a; Sodoge et al., 2023; Valenzuela et al., 2017; Zézere et al., 2014).

4.4.1 The source bias

The source bias is a result of two elements. First, global news archives, such as GDELT, are known to have inherent limitations.
For example, hazard detection with GDELT has a strong spatial bias toward the US (Kwak and An, 2014) (Fig. 7 and A3).
Furthermore, they are not exhaustively capturing news articles globally (El Ouadi and Beskow, 2024). Second, specific web
domains, even when they are inventoried, might not be reachable due to access restrictions. For example, some websites do
not comply with the European GDPR (General Data Protection Regulation), making it impossible to connect from European
servers. To reduce the source bias, it is important increase the diversity of sources, preferably in multiple languages, textual

and non-textual, such as photographs or videos (De Bruijn et al., 2019; Kanyiginya et al., 2024; Owuor et al., 2020).
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4.4.2 The language bias

The language bias originates from (1) the connection between a language and certain regions of the world, (Sect. 4.2) and (2)
the complexity and diversity of languages, in particular their vocabulary (Dominguez Cuesta et al., 1999; Ibsen and Brunsden,
1996). For example, flash floods are often generalised as floods by journalists, and the terminology used to describe them can
be elaborate, leading to misinterpretation (Hunger et al., 2014) and misclassification by NLP models (Sect 3.2). Translation
additionally complicates terminology, as certain language-specific hazard terminology has no direct translation into English.
For example, ‘flash floods’ could be translated into Dutch as ‘plotselinge overstroming’ (Google Translate), which back-
translates into ‘sudden flood’, or the German ‘Erdrutsch’ and ‘Hangrutsch’ both translate to landslide but have a slightly
different meaning. Including language-specific terms in the initial set of keywords significantly influences the number of news

articles, especially in the case of more local case studies (Kreuzer and Damm, 2020).

4.4.3 The hazard bias

The hazard bias is the imbalance in the documentation between hazards due to the applied methodology, language, or its
source. First, certain methodologies tend not to treat each hazard equally. For example, classifying flash floods is complicated
when using zero-shot classification, especially for translated text (Sect. 3.3 and Fig. 8G). Second, the above-described language
bias results in a hazard bias; the lack of vocabulary in a certain language might underestimate a certain hazard. Third and last,
some hazards get reported more in news articles than others (Fetzer and Garg, 2026; Harris and Villeneuve, 2018; Kwak and
An, 2014). For example, in the HazMiner dataset, one of the events built from the highest number of paragraphs is the 2018

Krakatau eruption. The eruption triggered several landslides, resulting in a tsunami that caused flooding (Grilli et al., 2019).

4.4.4 The translation bias

The translation bias is methodologically introduced by translating non-English text into English and originates from two
elements. First, the performance of translation models varies across languages, influencing the distribution of events for certain
regions, particularly non-alphabetic languages (Lai et al., 2025) or African languages (Robinson et al., 2023). For example,
Vietnam, which mainly supports Vietnamese - an alphabet-based writing system - for its documentation, contains remarkably
more events compared to other Southeast Asian countries (Fig. 7 and 8). Second, translation models can introduce
errors (Guerreiro et al., 2023; Ji et al., 2023), adapting important information such as place names and event impacts (Sect.

3.2).

4.4.5 The systemic bias

The systemic bias refers to the influence of society on hazard reporting, i.e., the motivation of a news source to document a
geo-hydrological hazard event. There is an imbalance in the reporting of news events between high- and low-income countries

(Eisensee and Stromberg, 2007; Porter and Evans, 2020) (Fig. 7B, D, and F, Fig. 6 and Fig. A3). Newspapers prioritise events
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that are relatable to their audience, often neglecting certain topics (Joye, 2009; Porter and Evans, 2020; Rodrigo-Ginés et al.,
2024; Solman and Henderson, 2019). Additionally, when major global events occur, such as wars (Kwak and An, 2014),
hazard events of moderate or minor impact tend to receive less attention in the news (Fetzer and Garg, 2026). Furthermore,
newspapers tend to report only hazardous events in populated areas (Dominguez Cuesta et al., 1999; Froude and Petley, 2018),

introducing a population bias as they report fewer events in sparsely populated regions, as can be seen for Tibet (Fig. 10C).

4.5 Challenges related to text mining for natural hazard documentation

Beyond the above-mentioned limitations and biases, text mining itself is challenging and requires an in-depth knowledge of
the semantics and structure of a language. The evaluation of the HazMiner method revealed that there is room for improvement

(Sect. 3.2). In this section, we address challenges that still exist in the text mining field, framed in the context of HazMiner.

4.5.1 A multilingual approach complicates global application

Despite the abovementioned advantages and in addition to the biases it introduces, the multilingual approach complicates text
processing due to varying standards across languages. These include different calendar systems and different date and number
notations; comma-based, space-based, or point-based. These different annotation styles, often linked to language, are often not
processed by translation models. Therefore, they influence information extraction, such as timing and impact (Fig. 5).
HazMiner avoids this by limiting impact extraction to real numbers, excluding decimals. Consequently, expanding our Q&A-
based extraction to other impacts, such as monetary loss, agricultural impacts, and infrastructure damage, is difficult especially

at the global scale.

4.5.2 NLP models still have their limitations

HazMiner mainly relies on NLP models to process and extract information from text, but limitations remain. For example,
HazMiner uses zero-shot methods to classify text, which results in misclassifications of complex terminology, such as
‘mudslides’ or ‘heavy rainfall’ in floods, or ‘thunderstorms’ in flash floods (Sect. 2.2). Supervised classification can avoid this
behaviour (Franceschini et al., 2024; Li et al., 2021). But this approach is time-consuming, requiring large, labelled datasets

for each hazard, and does not allow for a varying set of classes.

Despite these challenges, research in LLMs advances rapidly. Recent developments focus on ‘chain-of-thought prompting’
(Wei et al., 2022a) or tasks based on prompting (Wei et al., 2022b), without the need for fine-tuning (Brown et al., 2020). They
have the potential to further improve information extraction, such as the impact of natural hazards (Li et al., 2025).
Nevertheless, LLMs threaten the documentation of natural hazards from news articles, as an increasing number of news articles

are written by generative Al (Béck et al., 2019), sometimes (purposely) introducing misinformation (Qian et al., 2018).
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4.5.3 Geoparsing is challenging for a global application

Challenges related to geoparsing mainly come from (1) locations unrelated to the hazard event and (2) ambiguity in place
names. For example, HazMiner extracts and geocodes all place names in the paragraphs, regardless of whether they are linked
to the hazard. Fan et al. (2020) used NER to extract locations, but additionally classified the place names to understand their

relevance to the information in the text.

HazMiner reduced the influence of ambiguous place names by limiting its search area based on contextual cues in the article.
Avcioglu et al. (2025) for example, applied a similar method on Turkish news articles, and observed spatial patterns for Turkey
comparable to ours, using a different source and a different time. Studies using social media often limit the search area based
on the location of the user (Yang et al., 2022). While other studies reported the uncertainty on the location (Calvello and
Pecoraro, 2018; Kirschbaum et al., 2015; Valenzuela et al., 2017; Zézere et al., 2014).

4.5.4 The definition of a hazard event based on text mining data

HazMiner events are detected from a collection of paragraphs in a two-phased clustering approach: first in space and then, in
time. Most event detection methods focus on the increased reporting during a hazard event, relying on spatial-temporal
thresholds (Cervone et al., 2016), ratios of relevant to non-relevant text (Poblete et al., 2018), time series anomaly detection
(Avvenuti et al., 2016; De Bruijn et al., 2019), or graph-based clustering (Fan et al., 2020). But the choice of the event detection
method depends on the characteristics of the data and its scale, i.e., global or regional. Threshold-based approaches are not
suited for global application, due to uneven media coverage across regions (Eisensee and Stromberg, 2007). Neither does
applying a moving window over space or time, as this could generate artificial boundaries. In some cases, temporal anomaly
detection may outperform HazMiner’s clustering technique. Especially when events follow each other quickly, overlapping
media coverage can cause clustering algorithms to merge them into a single event. Anomaly detection could better separate
such closely timed events. Nevertheless, anomaly detection requires a baseline, and therefore a large amount of data for a

region, limiting its application at the global scale.

4.6 Potential of HazMiner as a versatile method, reshaping text mining for natural hazard documentation

Despite the above-mentioned biases and challenges, HazMiner presents new opportunities for studying natural hazards through
automated text mining. HazMiner is designed to be versatile for both the text mining community and for natural hazard

research.

HazMiner could be applied to various text sources, such as social media (Li et al., 2021; Wiegmann et al., 2021), scientific
literature (Nunes Carvalho et al., 2024; Stein et al., 2024), historical archives (Calcaterra et al., 2003; Ibsen and Brunsden,
1996), Red Cross reports (Madruga De Brito, et al., 2025), and Wikipedia (Li et al., 2025). As natural language processing is
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rapidly evolving, the default models in HazMiner could also be interchanged for other more advanced or improved NLP
models, if they are provided by the HuggingFace Hub and fine-tuned for the same NLP task. These features make HazMiner

a versatile method.

The HazMiner methodology offers the opportunity to rethink some concepts in the text mining community, which could
increase transparency and, therefore, the applicability of text mining in natural hazard research. Like remote sensing products,
text mining products can be divided into different processing levels. Level 0 would represent the raw data, URLs without any
text extracted. Level 1 data contains the extracted articles. Level 2 includes paragraphs with the extracted information: location,
timing, and impact. Level 3 is a direct product, resulting from text mining data, in the case of HazMiner: events. Lastly, level
4 combines text mining data with other data sources to generate models, such as susceptibility models. HazMiner and other
studies (Battistini et al., 2013; De Bruijn et al., 2019; Fan et al., 2020; Kirschbaum and Stanley, 2018; Kreuzer and Damm,
2020) already, explicitly or implicitly, follow this similar structure. Hazard researchers are generally not trained to process

text, as mining text is challenging. Introducing these levels in text mining data reduces these barriers.

Future research should focus on text mining as a complementary and valuable source in natural hazard research. In remote
sensing, HazMiner could improve spatiotemporal delineation, as some techniques are limited by clouds or by their return
period (Casagli et al., 2023). Compared to field data, whether it comes from monitoring, empirical scientific observations, or
even citizen science, text mining techniques such as HazMiner offer a large spatial coverage (Kanyiginya et al., 2024). Li et
al. (2021) compares text mining to sensors with an extensive spatial coverage, detecting the spatiotemporal occurrence of a

hazard, which can then be explored further using more detailed data collection methods.

Within natural hazard research, HazMiner can document other hazards, such as earthquakes (Li et al., 2021), wildfires (Wang
et al., 2016), droughts (Sodoge et al., 2023), and volcanic activity (Harris and Villeneuve, 2018). As HazMiner relies on zero-
shot classification, it can classify texts into different natural hazard categories without requiring a fine-tuned NLP model,
which would otherwise demand extensive training datasets. Nevertheless, the extracted hazard highly depends on the text
source, as it might not be suited for specific hazard types, as can be seen for flash floods detected from news articles (Sect.

3.3).

Over longer periods, combined with other sources, HazMiner can be used to detect global and regional trends, as well as study
the evolution of a single hazard event (impact) reporting over time. HazMiner data can also contribute to susceptibility models
(Rodrigues et al., 2021; Yagoub et al., 2020), as a detailed inventory is needed to create more accurate regional susceptibility
models (Depicker et al., 2020). Lastly, with a more extensive impact detection algorithm and complementary sources,

HazMiner can contribute to risk maps.
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5 Conclusion

Current geo-hydrological hazard datasets contain significant data gaps, especially in the most vulnerable regions, resulting in
a biased interpretation of their data. As a text mining method, HazMiner introduced key methodological improvements over
traditional text mining approaches to effectively reduce these data gaps, particularly in low- and lower-middle-income
countries. First, its paragraph-based extraction of information in multiple languages allowed a detailed spatiotemporal
documentation of geo-hydrological hazard events from text, resulting in an extensive complementary source of information.
Second, location information was used more optimally through an innovative geoparsing algorithm on context-based
geocoding using Nominatim. Third, an event creation algorithm gave a more balanced attention to events between low- and
lower-middle-income countries and high-income countries, despite them being less documented in news articles. With a
global-scale application of HazMiner we increased the amount of information available for geo-hydrological hazard
documentation, extracting 24,407 geo-hydrological hazard events worldwide from news articles published between 2017 and
2024 in 58 different languages. The resulting dataset offers avenues for further analyses on geo-hydrological hazard risks,

together with potential for awareness and decision-making support, especially in the most vulnerable regions.

As a versatile method, HazMiner could be applied on various text sources or used to document natural hazards other than
floods, landslides and flash floods. Future research should focus on the complementarity of text mining with traditional data
collection methods, as text mining, especially with the rapid development of LLMs, offers large-scale spatiotemporal coverage
and future opportunities to improve hazard inventories, trend analyses, risk and susceptibility modelling alongside remote
sensing and field data. Finally, the dataset generated in this specific application of HazMiner provides a more balanced global
understanding of hazard occurrence and impacts within a context where the occurrence and intensity of geo-hydrological

hazard changes globally.

Appendices
A. Additional tables and figure methodology

Table Al: Processing steps and the related fine-tuned NLP model (Hugging Face), with its task.

Processing step Model name (Hugging Face) Fine-tuned task

Translation Helsinki-NLP/opus-mt-mul-en and facebook/mbart- Text translation
large-50-many-to-one-mmt

Filter hazard-related text DunnBC22/distilbert-base-uncased- Text classification
Tweet About Disaster Or Not

Zero-shot hazard MoritzLaurer/DeBERTa-v3-base-mnli-fever-anli Zero-shot classification

classification
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https://huggingface.co/Helsinki-NLP/opus-mt-mul-en
https://huggingface.co/facebook/mbart-large-50-many-to-one-mmt
https://huggingface.co/facebook/mbart-large-50-many-to-one-mmt
https://huggingface.co/MoritzLaurer/DeBERTa-v3-base-mnli-fever-anli

Filter non-events ValkB/all-MiniLM-L12-v2 HazMiner nonevents Few-shot classification (SetFit)

Impact extraction deepset/roberta-base-squad2 Question Answering

Time extraction MoritzLaurer/DeBERTa-v3-base-mnli-fever-anli Zero-shot classification

Location extraction FacebookAl/xlm-roberta-large-finetuned-conll03- Named entity recognition
english

Table A2: The different geographical levels with their associated Nominatim rank and their weight in the geoparsing algorithm.

Geographical level Nominatim rank ~ Weight
State/province or higher 0-9 0.0
Counties 10-12 0.1
Cities 13-16 0.8
Suburbs, neighbourhoods, squares, farms and localities 17 — 25 1.0
Street 26-27 1.0
Point of interest, house numbers 28 -30 0.0

845

Table A3: Questions posed as input to the RoOBERTa model for extraction of information on the impact.

Impact Question

Number of fatalities How many people died?
Number of people injured How many people are injured?
Number of people missing How many people are missing?
Number of people homeless How many people are homeless?

Number of people evacuated =~ How many people are evacuated?

Number of people affected How many people are affected?

Table A4: For each evaluation step an overview of the used dataset for evaluation, its sample size and sample strategy. All datasets
850 were sampled independent of each other.

Evaluation step Dataset Sample size ~ Sample strategy

Filter hazard-related text ~ Manual annotations 750 Randomly selected paragraphs in English and non-

English from the text preprocessing output.

Zero-shot hazard Manual annotations 2,000 Randomly selected paragraphs in English and non-

classification English from the text preprocessing output.
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https://huggingface.co/ValkB/all-MiniLM-L12-v2_HazMiner_nonevents
https://huggingface.co/deepset/roberta-base-squad2
https://huggingface.co/MoritzLaurer/DeBERTa-v3-base-mnli-fever-anli
https://huggingface.co/FacebookAI/xlm-roberta-large-finetuned-conll03-english
https://huggingface.co/FacebookAI/xlm-roberta-large-finetuned-conll03-english

Filter non-events Manual annotations 160 Randomly selected paragraphs in English and non-

English from the zero-shot hazard classification filter

output.
Impact extraction (event EM-DAT 318 All EM-DAT geo-hydrological events that occur in
level) the same country as the HazMiner event within five
days of the EM-DAT event start date.
Impact extraction EM-DAT 995 All EM-DAT geo-hydrological events that occur in
(paragraph level) the same country as the HazMiner paragraph within
five days of the EM-DAT event start date.
Time extraction EM-DAT 1,308 All EM-DAT geo-hydrological events within the

HazMiner dataset timeframe (2017 through 2024).

Time extraction GFM 18,719 All GFM geo-hydrological events within the
HazMiner dataset timeframe (2017 through 03/2023).

Geoparsing GLC 1,141 Articles in the GLC for which a location is known and

had a geoparsed output in HazMiner.

Geoparsing Manual geoparsing 100 Randomly selected paragraphs in English and non-

English from the location extraction output.

Table AS: For each continent and globally the number of evaluated flood, landslide and flash flood events.

Continent Number of flood Number of landslide Number of flash flood Total number of
events events events events

Africa 5 6 6 17

Asia 6 4 6 16

Australasia 5 6 6 17

Central and South America 5 3 5 13

Europe 1 2 2 5

North America 2 3 2 7

Global 24 24 27 75

Table A6: A list of the language supported in HazMiner (sorted alphabetically), together with the total number of articles extracted
855 from GDELT, and of these the number of articles and paragraphs that are associated with an event. Languages containing zero
articles or paragraphs are supported through HazMiner and GDELT but for which no articles were retrieved.
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Total number Number of articles Number of paragraphs

Language of articles associated with an event  associated with an event

Afrikaans 526 133 273
Albanian 4,886 501 722
Arabic 184,492 354 395
Armenian 0 0 0
Azerbaijani 8,611 13 15
Bengali 39,253 118 121
Bulgarian 51,859 1,346 1,449
Catalan 12,072 1,328 2,413
Chinese 1,940,965 8,350 11,451
Croatian 16,957 3,367 8,874
Czech 35,697 3,549 8,719
Danish 6,901 656 1,147
Dutch 20,622 2,275 4,317
English 6,249,666 686,701 3,727,284
Estonian 3175 226 343
Finnish 10,781 1,444 2,470
French 301,107 49,500 118,162
Galician 162 7 8
Georgian 1,755 2 2
German 509,188 82,212 229,421
Greek 149,343 7,623 8,521
Gujarati 9,660 152 182
Hebrew 20,916 59 62
Hindi 61,992 2,385 2,602
Hungarian 31,026 5,785 9,067
Icelandic 19,894 2 2
Indonesian 232,743 30,692 51,161
Italian 296,263 28,364 40,436
Japanese 42,451 373 449
Kannada 10,626 176 185
Korean 56,418 5,978 8,024
Latvian 2,427 82 150
Lithuanian 19,928 314 599
Macedonian 27,631 14 14
Malayalam 11,199 91 75
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Marathi 20,681 322 367

Mongolian 0 0 0
Norwegian 15,599 2,537 4,779
Norwegian Nynorsk 0 0 0
Persian 6,298 96 120
Polish 72,316 6,853 11,300
Portuguese 122,105 26,806 58,535
Romanian 68,435 9,994 23,018
Russian 418,339 10,969 11,961
Sinhalese 0 0 0
Slovenian 15,759 3,167 8,075
Somali 1,154 6 10
Spanish 723,431 91,313 206,297
Swabhili 1,103 74 87
Swedish 12,162 1,106 2,589
Tamil 17,191 136 115
Telugu 19,310 87 88
Thai 45,558 38 42
Tibetan 0 0 0
Turkish 278,308 33,208 55,166
Ukrainian 20,996 823 891
Urdu 0 0 0
Vietnamese 311,078 45,714 79,002

60
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o
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860 Figure Al: The confusion matrix for the evaluation of the non-event filter.
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Figure A2: The number of events (A-C), the median number of paragraphs per event (D-F) and the median duration of an event (G-

I) for the different event-clustering parameters; (A, D, G) xi-value, (B, E, H) the maximum epsilon and (C, F, I) the minimum number

of paragraphs per cluster. Red striped lines represent the default settings of HazMiner for each clustering parameter.

Table A7: The number of events containing paragraphs with impact information and the number of events for which an impact

number was reported in HazMiner for all impact categories.
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Impact Number of events with paragraphs Number of events with reported impact in

containing impact information HazMiner
Fatalities 34 7
Injured 6 0
Missing 11 3
Homeless 2 0
Affected 8 1
Evacuated 7 0
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Figure A3: the spatial distribution of the number of articles per source country as defined by GDELT for (A) articles extracted from
GDELT and (B) articles associated with an event.
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Code and data availability

The HazMiner dataset can be consulted through Zenodo: Valkenborg, B., Dewitte, O., and Smets, B.: HazMiner dataset (v2),
https://doi.org/10.5281/ZENODO.18483418, 2026.

The HazMiner code can be consulted through Zenodo: Valkenborg, B., Dewitte, O., and Smets, B.: HazMiner code (v2),
https://doi.org/10.5281/ZENODO. 18484824, 2026.

The non-event filter model can be consulted through the HuggingFace Hub: Valkenborg, B., Dewitte, O., and Smets, B.: all-
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