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Abstract. Atmospheric surface fronts (SFs) strongly influence midlatitude weather through storms, precipitation, and abrupt
temperature changes, motivating reliable detection. Here, we reproduce a U-Net, a type of artificial neural network, to detect
SFs in ERAS reanalysis data with labelled datasets over North America and Europe. The goal of this study is to apply Layer-
wise Relevance Propagation (LRP) to interpret the learned patterns. To reduce computational cost, we introduce a, compared to
previous studies, reduced U-Net variant and a reduced input set of six variables - temperature, specific humidity, and horizontal
wind - without reducing detection quality. Relevance analysis shows that U-Net focuses partly on physically meaningful regions
near detected SFs, consistent with rule-based methods, but also noisy patterns and spurious correlations far from the detected
fronts. Moreover, U-Net employs two nearly inverted relevance patterns for different parts of a front, which we see as not
physically plausible. Using a simplified synthetic dataset of a 1-D field with SF labels placed at the minimum of the second
derivative, we can link the pattern to the front position relative to the frontal zone. Increasing the label resolution enables the
U-Net to learn a more plausible pattern without the split in the synthetic case. When evaluated over a larger region (Pacific to
Europe, equator to Arctic), U-Net performs well in midlatitudes but over-detects SFs in the Tropics and Arctic, for example
regularly detecting SFs within tropical cyclones. Together with the partially implausible relevance patterns, this indicates that
ANN-based SF detection should be used with care outside the training regions. Retraining on the larger domain improves
detection skill and the plausibility of relevance patterns, but the split pattern persists. Overall, the results highlight the value of
explainable Al for identifying physically implausible shortcuts and the need for a global SF dataset to enable reliable detection

worldwide.

1 Introduction

Atmospheric surface fronts (SFs) are defined as boundaries between air masses with differing properties, such as temperature
or humidity (e.g., Stull, 2017). They are of importance for midlatitude weather, as they are frequently associated with the
development of storms, extreme precipitation events, and abrupt temperature changes (Catto et al., 2012; Catto and Pfahl,
2013; Hope et al., 2014; Naud et al., 2015). Detection of SFs is therefore important for both weather forecasting and climate
analysis (Shapiro and Keyser, 1990; Hewson, 1997; Catto et al., 2014). Typically, SFs are identified using either manual expert
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analysis (e.g., Saucier, 1955) or rule-based detection methods (e.g., Hewson, 1998; Simmonds et al., 2012; Kern et al., 2019;
Beckert et al., 2023). Rule-based approaches often rely on predefined thresholds of one or more variables, such as temperature
or humidity gradients. For example, Hewson (1998) detects the warm-air side of zones of horizontal gradients of a thermal
variable, a method extended by Kern et al. (2019) and Beckert et al. (2023) to also detect 3-D front structures. In contrast,
Simmonds et al. (2012) detect SFs using wind direction shifts and meridional wind change. Other methods use multiple
variables for detection. Ribeiro et al. (2016) and Parfitt et al. (2017) use temperature, humidity and wind fields; Foss et al.
(2017) detects cold fronts using sea level pressure, temperature and wind fields.

Rule-based methods are used to compute climatologies as well as in operational forecasts. Their dependence on predefined
thresholds, however, poses challenges including spurious features that would not be detected by human experts (Beckert et al.,
2023) making human expertise in SF detection still indispensible in operational forecasting.

Recent advances in machine learning offer alternatives to rule- or expert-based detection methods in particular offering
potential to mimic also detections by human experts and being computationally faster than rule-based methods. Especially
convolutional neural networks (CNNs, Goodfellow et al., 2016) — a type of artificial neural networks (ANN) — have demon-
strated strong performance in various tasks (Alzubaidi et al., 2021; Zhao et al., 2024). Several studies investigate using CNNs
to detect SFs (e.g., Biard and Kunkel, 2019; Lagerquist et al., 2019; Niebler et al., 2022; Justin et al., 2023). They formulate
the detection of SFs as a semantic segmentation task, often encountered in computer vision (Long et al., 2015; Liu et al., 2019;
Xie et al., 2021; Manakitsa et al., 2024), where each pixel of an image is classified. Similarly for the detection of atmospheric
features, each grid point of input data is classified as either background or atmospheric feature.

Biard and Kunkel (2019) and Lagerquist et al. (2019) detect larger "objects" in the area of the SFs and apply a postprocessing
algorithm to extract one grid point wide frontal boundaries. In contrast, Niebler et al. (2022) and Justin et al. (2023) formulate
the detetion task to directly detect frontal boundaries. All four studies use data from weather services with regions including
most parts of North America and western Europe as well as the northern Atlantic and Pacific.

While these studies report that CNNs are well suited for the detection of SFs, they are inherently “black box™ systems
(Zhang et al., 2021), making it difficult to determine whether their predictions are based on physically meaningful patterns
or spurious correlations in the training data. This lack of interpretability raises concerns regarding the physical plausibility,
generalizability and robustness of CNN-based detection systems, especially when they are trained only on data from localized
geographic regions. For instance, Niebler et al. (2022) and Justin et al. (2023) demonstrate that CNNs trained on data from one
region perform worse when applied to other regions, suggesting that the CNNs may be learning region-specific features rather
than generalizable frontal characteristics.

In this study, we aim to shed light on "black box" CNNs for SF detection by addressing the following objectives:
1. Which meteorological variables are required as input to a CNN detecting SFs (Sect. 5)?
2. Are physically plausible patterns learnt, particularly when using regionally restricted (non-global) data (Sect. 6)?

3. Can a CNN trained on regional data be applied to regions outside the training domain (Sect. 7)?
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To address similar concerns for other tasks, explainable artificial intelligence (xAl) techniques have been proposed (Linardatos
et al., 2021; Holzinger et al., 2022; Mersha et al., 2024). One such method is Layer-wise Relevance Propagation (LRP, Bach
et al., 2015), which was adapted by Radke et al. (2025) to interpret CNNs trained to detect tropical cyclones and atmospheric
rivers. They show that their CNNs detect tropcial cyclones and atmospheric rivers based on physically plausible patterns. In
our study, we adopt this approach to assess whether a CNN trained to detect SFs is learning physically plausible patterns,
particularly in the context of training on non-global datasets.

In Sect. 2 the used data is discussed followed by Sect. 3 covering the reproduction of the SF detection by Niebler et al.
(2022). We briefly discuss our use of LRP in Sect. 4, which is then applied to analyze which variables are required as input
data. In Sect. 6, we discuss whether physically plausible patterns are used to detect SFs, followed by Sect. 7 discussing whether

a CNN trained on regional data can be used outside of its training regions.

2 The atmospheric surface front dataset

We utilize data previously discussed by Niebler et al. (2022) and Justin et al. (2023). Geometry data of hand-analyzed SFs
is sparsely available; Niebler et al. (2022) presented data by extracting geometry from published surface analysis charts for
two regions: North America ([30°N, 75°N), [140°W, 55°W)) and Europe ([30°N, 75°N), [50°W, 40°E)). These hand-analyzed
SFs are in the further manuscript referred to as "labels" or "labelled fronts" while the regions are referred to based on their
data sources: DWD ("Deutscher Wetterdienst") for Europe (Niebler, 2021) and NWS ("National Weather Service") for North
America (National Weather Service, 2019).

In the NWS region, SFs are classified as warm, cold, occluded, and stationary fronts. However, due to Niebler et al. (2022)’s
extraction process, stationary fronts are absent in the DWD data (for details, we refer to Niebler et al., 2022). DWD data covers
the years 2015 to 2019, whereas NWS data covers 2009 to 2018, both at six-hour intervals (00:00 UTC, 06:00 UTC, 12:00
UTC and 18:00 UTC). To balance the dataset, Niebler et al. (2022) restricted the NWS data to the years 2012-2017.

To evaluate the detection of SFs outside these regions, we use labels from Justin et al. (2023), which cover a different region
extending from the Equator up to 80°N and from 130°E eastward to 10°E ([0°N, 75°N), [130°E, 10°E)). This region (NOAA,
2023) is referred to as "unified surface analysis domain" by Justin et al. (2023). In this study we abbreviate this name as
"unified" region/domain. The hand-analyzed SFs encompass warm, cold, occluded, and stationary fronts and are available for
the years 2008 to 2020.

For CNN input, we use ERAS reanalysis data (Hersbach et al., 2020) on a regular 0.25° x 0.25° latitude—longitude grid.
Scripts to download the ERAS data used in this study are available at https://doi.org/10.5281/zenodo.21071307 (Radke et al.,
2026). Temperature (t), specific humidity (g), the horizontal wind components (u; v), and vertical velocity (w) are retrieved
from the complete ERAS global atmospheric reanalysis (Hersbach et al., 2017) using operational analyses (stream: oper,
type: an). Surface pressure (p;) is retrieved from ERAS hourly data on single levels (Hersbach et al., 2023). The requests are
global, and the regional domains are extracted during preprocessing. Following the L137 model-level definition and Niebler

et al. (2022), we restrict the input to every fourth model level in the inclusive interval 105-137: 105, 109, 113, 117, 121, 125,
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129, 133, and 137. These levels cover the atmosphere from the surface to approximately 700 hPa. High-altitude data is is
excluded as we do not expect meaningful information from these altitudes (also cf. Niebler et al., 2022). Surface pressure is
first merged with the model-level variables using Climate Data Operators (CDO; Schulzweida, 2023), after which pressure at
each model level is estimated using the corresponding level parameters a and 5 (ECMWEF, 2016, 2026). Hence, the pressure
pi at model level k is calculated as:

DL = (@p—1+br—1ps) ;‘ (k41 + bry1Ds) - 0

Each variable at a specific model level is referred to as an "input field". The full setup uses temperature, specific humidity,
both horizontal wind components, vertical velocity, and derived pressure on all nine model levels. Because the physical zonal
distance of a regular latitude—longitude grid decreases toward the poles, following Niebler et al. (2022), we include a 55th input
field, km Per Lon. At latitude ¢, this field represents the distance between adjacent grid points separated by 0.25° in longitude,

normalized by the equatorial distance between two grid points of 27.7762km. Under the spherical-Earth approximation,
kmPerLon(y) = cos . 2)

The resulting field is merged with the model level variables as a single level input field.

To assess the CNNs ability to generalize to unseen data, following Niebler et al. (2022), the data is partitioned into training,
validation, and test sets: data for the year 2016 serves as the test set; data for the year 2017 as validation set; and the remaining
years (2012-2015, 2018, and 2019) as the training set, totaling 8528, 1460, and 1464 time steps, respectively. Note that,
following Niebler et al. (2022), January and February of 2015 are omited as no DWD front data covering these months was
published by Niebler et al. (2022). For each training step for each data sample one region is randomly selected, randomly
cropped to a smaller (128 x 256) subregion and randomly horizontally mirrored. The cropping introduces variability to reduce
overfitting (Shorten and Khoshgoftaar, 2019), while horizontal mirroring across the equator creates artificial samples that
resemble the Southern Hemisphere, which is otherwise not represented (Niebler et al., 2022).

All data is z-score normalized (LeCun et al., 2012). Each mean and standard deviation is calculated for each variable across
all employed model levels using data from 2016. Z-score normalization reduces convergence time (LeCun et al., 2012) and
helps a CNN to consider all input fields as "equally important" (Chase et al., 2022). To mitigate the "ignorant to zero" problem
in LRP (Mamalakis et al., 2022; Radke et al., 2025), which occurs when normalized data is zero, we add a constant of 10 to all
input fields, following Radke et al. (2025). This adjustment ensures all data is positive, thereby avoiding issues associated with

Zero inputs.

3 Reproduction of Niebler et al. (2022) results

We first reproduce the results presented by Niebler et al. (2022). The CNN setup used by Niebler et al. (2022) transforms the
previously described data grids into mutually exclusive binary grids of the same size as the inputs — one for each SF type and
one for the background (total of five classes). In these grids, a value of one indicates inclusion within the corresponding class,

while zero indicates exclusion.
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Figure 1. Illustrations of the U-Net architecture used by (a) Niebler et al. (2022) and (b) the simplified, reduced U-Net architecture used in
the present study. Orange boxes represent convolutional layers, red boxes pooling layers, and gray boxes transposed convolutional layers.

Arrows illustrate connections between layers.

Niebler et al. (2022) adopted a U-Net architecture (Ronneberger et al., 2015). Figure 1 (a) illustrates their architecture. It
consists of three main components: a pre-encoder, an encoder, and a decoder. Their pre-encoder includes two convolutional
layers that first expand the input grids to 330 "internal” grids (in the machine learning literature referred to as "feature" maps;
Chollet, 2021) and subsequently reduce them to 64 "feature" maps. Note that these features are different from the atmospheric
features discussed in this study and are abstract concepts like shapes, edges or objects learned by the CNN and used to then
detect the atmospheric features. The encoder comprises a series of blocks that extract features from the data, with pooling
operations reducing spatial dimensions at each stage to capture features at multiple scales. Following the encoder, the decoder
uses expansive blocks that progressively scale the spatial dimensions back to their original extent. Skip connections (in the
literature also refered to as residual connections; He et al., 2016) link encoder outputs directly to corresponding decoder layers
at the same spatial scale. These connections enhance the network’s ability to localize features by providing information from
the encoder to the decoder, thereby improving detection accuracy (He et al., 2016).

Niebler et al. (2022) assessed the detection quality of their CNN using the critical success index (CSI), a metric also utilized
for SF detection by Lagerquist et al. (2019). The CSI combines two metrics; the success rate (SR) — the proportion of labeled
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SFs correctly detected — and the probability of detection (POD) — the proportion of CNN-detected SFs that correspond
to labeled fronts. Both metrics require a matching process between detected and labeled SFs. We use the same matching
algorithm as Niebler et al. (2022). First, eight-connected binary dilation (Serra, 1986) is applied to the binary grids connecting
SF segments separated by single grid point wide gaps. Connected components extracted from these dilated grids represent
individual SFs. These extracted SFs are filtered with the binary grids to remove the dilation effect. To reduce false positives,
SFs with two or fewer grid points are excluded. Matching between SFs is based on the spatial distance between their grid
points, computed assuming a spherical Earth with an approximate diameter. Two SFs are considered a match if their average
distance falls below a threshold. As threshold we follow Niebler et al. (2022) and use 250 km.

The metric POD is then computed from the total number of fronts detected by weather service experts n,,s and the number

Nmws Of these that could be matched against U-Net detected fronts n,4:

POD = "mes )

nU}S

Similarly the metric SR is computed from the total number of U-Net detected fronts n4 and the number n,, 4 of these that could
be matched against the weather service fronts n.,.

SR="md. @)

Ng
The CSI score, which balances these two metrics to prevent trivial maximization of either metric (e.g., predicting no SFs or all
points as SF), is computed as:
1

cS[=—————. &)
PéD + ﬁ -1

Table 1. Evaluation of our U-Net architecture (R26) using 4, 6, 14, and 55 input fields, compared with the Niebler et al. (2022) U-Net
architecture (N22) using 55 input fields. Evaluation is performed on the 2016 test dataset for the DWD and NWS regions. Scores are reported
for each SF type and for three metrics: POD, SR, and CSI. Because the DWD dataset does not include stationary fronts, these are omitted

from the DWD evaluation. Bold values indicate the highest score in each column.

Setup Warm Front Cold Front Occluded Stationary Average
DWD NWS DWD NWS DWD NWS | DWD | NWS
U-Net by N22, 55 input fields | 49.2% | 36.4% | 56.1% | 56.8 % | 52.4% | 49.0% - 43.2% 49.0%
U-Net by R26, 55 input fields | 47.0% | 36.1% | 58.4% | 57.9% | 55.9% | 48.6% - 47.7% 50.2%
U-Net by R26, 14 input fields | 50.0% | 36.5% | 53.0% | 56.6% | 56.6% | 46.3% - 45.6% 49.2%
U-Net by R26, 6 input fields 493% | 36.7% | 58.0% | 57.1% | 56.7% | 47.4% - 45.1% 50.0%
U-Net by R26, 4 input fields 45.0% | 362% | 523% | 55.1% | 55.8% | 46.8% - 45.8% 48.2%

Table 1 compares CSI scores for different SF types across DWD and NWS regions of Niebler et al. (2022) (cf. their Tables
4 and 5) with our reproductions. Niebler et al. (2022) argue that the CNN detects SFs more closely aligned with expert
assessments than a selected rule-based system (cf. Niebler et al., 2022, their Table 6), suggesting the CNN’s suitability for SF

detection similar to human experts.
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When applying LRP, we encounter high computational costs especially relating to the required memory, especially the
memory units of the used graphic cards (called VRAM). LRP requires all intermediate "feature" maps for calculation leading
to large memory footprint. For example, detecting SFs across a global grid requires approximately 37.7 GiB of VRAM, with
LRP demanding roughly twice that amount. As a comparison, typical currently available consumer graphic cards have between
8 and 16 GiB of VRAM. Even though one could swap these between RAM and VRAM to reduce VRAM usage, this transfer
slows down processing (e.g., with data transfers, an LRP calculation takes approximately 600 ms with our reduced U-Net,
compared to about 50 ms without data transfers). Hence, we experiment with a reduction in U-Nets size to allow much faster
training and analysis while keeping the same performance scores.

This reduced architecture, shown in Fig. 1 (b), removes the pre-encoder, also not present in the original U-Net Ronneberger
et al. (2015), one convolutional layer from each encoder and decoder block, and halves the number of neurons per layer.
To compensate for these reductions, one additional encoder and decoder block is added at the smallest spatial scales, where
memory demand is the lowest. These low-resolution blocks require approximately 0.01 GiB VRAM per convolutional layer,
compared to 1.37 GiB needed by each convolutional layer of the pre-encoder. The changes are straight-forward to reduce
the size of U-Net, however due to the large amount of possible changes to the architecture (e.g. number of neurons/number
of layers/type of layers etc.) an exhaustive empirical study of all possible U-Net architecture variants is not possible. Hence
other variants achiving similar results might exist. As shown in Table 1, detection performance of the reduced U-Net remains
comparable with the larger architecture. Importantly, this architecture requires only approximately 8.7 GiB of VRAM for
global SF detection with LRP still requiring about twice that amount. Consequently, this reduced architecture will be used

throughout the remainder of this study.

4 Layerwise Relevance Propagation (LRP)

In this study, we utilize the LRP adoption developed by Radke et al. (2025), which builds upon the work of Bach et al. (2015)
and Montavon et al. (2019). For a singular grid point and a designated class (e.g. cold front), LRP computes the contribution
— or relevance — of each grid point of the CNN’s input data towards the classification decision for the classified grid point.
A relevance value is calculated for each input grid point and input field of the CNN. All relevance values of one input field
are referred to as relevance map. To illustrate, Fig. 2 shows ERAS data on 23 September 2016, 06:00 UTC, the date where
extratropical cyclone "Vladiana" was located over the North Atlantic (e.g., Oertel et al., 2019; Choudhary and Voigt, 2022;
Neuhauser et al., 2023; Beckert et al., 2023). Fig. 2 (a) shows specific humidity at model level 133 with detected SFs; (b) one
of these relevance maps calculated for one selected grid point of the Vladiana cold front marked by an arrow and X.

Positive relevance values indicate a positive influence on the classification (pro argument), negative values indicate a negative
influence (contra argument), and values close to zero indicate negligible or no influence. Fig. 2 (b) shows that the CNN
considers only information close the classified grid point as important, with the drier air to the northwest as "pro argument" for

classifiying it as cold front and the moister air to the southeast of it as "contra argument".
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Figure 2. (a) ERAS, specific humidity data at model level 133 for 23 September 2016, 06:00 UTC; (b) corresponding relevance values
calculated by LRP for one grid point (marked by X and arrow) of the class "cold fronts"; (c) corresponding relevance values calculated by
LRP for the whole class "cold fronts". Red lines show warm, blue cold, purple occluded and green stationary fronts. Rectangles "R1" and

"R2" show regions later discussed in Sect. 6 and Fig. 5.

Summing up relevance values for all gridpoints of singular fronts or all features of a selected class allows analysis of learned
patterns for complete features. Fig. 2 (c) shows a resulting relevance map for specific humidity at model level 133 and the class
cold fronts. To facilitate comparison across different features, Radke et al. (2025) proposed normalizing relevance maps on a

per-feature basis; this approach is also adopted in our study.

5 Which meteorological variables are required as input to a CNN detecting SFs?

Analysing relevance patterns as shown in Fig. 2 for all input fields of the Niebler et al. (2022) setup would require analysing
55 times 4 input fields/SF type combinations of relevance maps at each timestep and would thus be very tedious and time
consuming. Hence, as our first objective, we apply LRP to determine contribution of each input field and find a reduced set
of input fields which achieves similar detection. A similar challenge was discussed by Radke et al. (2025) for the detection of
tropical cyclones and atmospheric rivers, albeit for an originally smaller dataset (16 input fields and 2 classes). They find that
their CNN performs similarly well when trained with only 4 instead of 16 input fields. To identify this subset, they train their
CNN on all available input fields, calculate relevance values for all inputs and grid points and analyze the relevance distribution
for the individual grid inputs. Then the inputs are ranked based on the summed relevance of all grid points > 0.1. The CNN is
subsequently retrained using only the most relevant input fields.

We apply the same method to our U-Net. Figure 3 shows the relevance value distributions for each input input field and each
detected front type as stacked kernel-density-estimate (KDE)'. Figure 3 shows that for all SF types most high (>70%) relevance
values are distributed over temperature and specific humidity from model levels 113 to 133. Additionally, the horizontal wind

speed components are most relevant at model level 133. Another notable input field is the "kmPerLon" ratio, which is relevant

!Note that Radke et al. (2025) employs violin plots. However, as violin widths are scaled by density, the high-relevance tails are difficult to compare across

55 separate violins, and direct visual ranking becomes cumbersome. For reference Fig. Al in the Appendix shows these violin plots for the 55 input fields.
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Figure 3. Stacked kernel-density-estimate plots showing the distribution of relevance values split by variable and SF type. Data samples
cover the year 2016 in six hour steps taken from the ERAS dataset. (a) shows distributions for warm, (b) for cold, (c) for occluded and (d)
for stationary fronts. Different colors as seen in the legend of (a) show different variables, while shades show model levels. A rank indicating

summed relevance is given for the most important variables.

for detecting stationary fronts. As it is less important for other SF types, it is not included in our data subset. Temperature and

specific humidity on model level 113 to 133 as well as horizontal wind at model level 133 form a subset of 14 most relevant
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input fields. Table 1 shows that this subset of 14 input fields achieves similar detection quality compared to U-Net trained with
55 input fields and is therefore suitable, even though further reduction might be possible.

To further reduce the set of input fields we make use of the observation that temperature and humidty at nearby model
levels correlate, hence removing some of them seems plausible without losing much information for front detection. Similarly,
Radke et al. (2025) discuss that while their CNN shows relevance for wind speeds at different heights using only one height
is sufficient. Table 1 shows that training U-Net with temperature and specific humidity only on model level 113 and 133 (6
input fields) achieves similar CSI scores as using 55 input fields. A further reduction of input fields, achieved by removing
temperature and specific humidity on model level 113, decreases the average CSI-score by 1.8% in comparison to U-Net

trained on 6-input fields. Hence, we use the subset of six input fields in all further sections.

6 Are physically plausible patterns learnt, particularly when using regionally restricted (non-global) data?

As the second research objective we analyze whether the patterns learned by U-Net reflect the rules used by rule-based detection
methods (e.g., Hewson, 1998; Simmonds et al., 2012; Kern et al., 2019; Beckert et al., 2023) or typical SF characteristics used
by human forecasters (e.g., horizontal gradients in temperature, humidity, wind, strong vertical shear of the horizontal wind;
and/or a relative minimum in pressure; e.g. Saucier, 1955; Martin, 2013; Stull, 2017).

For example, consider the approach introduced by Hewson (1998) and later extended by Hewson and Titley (2010), Kern
et al. (2019) and Beckert et al. (2023). Their method detects SFs as the warm-air side of the frontal zone (cf. Hewson, 1998;
Martin, 2013; Beckert et al., 2023) by computing contours where the second derivative of a thermal variable is zero. These
contours are filtered according to the strength of the frontal zone and a thermal front parameter indicating the strength of the
gradient region. Hence, here, we are interested whether U-Net also considers gradient regions in one of the input variables as
relevant.

Figure 4 shows SFs provided by weather services, detected on 850 hPa by the Hewson (1998) method (here, we use the
Beckert et al. (2023) adaptation using equivalent potential temperature as thermal variable and following their filter recom-
mendations), and detected by our U-Net setup using six input fields. U-Net fronts are in most cases closely aligned to the
weather service fronts which we consider plausible as those weather services also provided the SFs U-Net was trained on. The
rule-based method detects mostly similar SFs with additonal SFs being detected implying different pattens being used to detect
these fronts compared to the U-Net setup as otherwise the same SFs would be detected by both methods. However, we also
note that these rule-based fronts change heavily based on its filter settings.

To analyze the patterns learned by U-Net, Fig. 5 shows relevance patterns of Vladiana’s cold front (cf. Fig. 2 R1) and the
cold front east of it (cf. Fig. 2 R2, in the further manusript referred to as eastern front). Here, we focus on specific humidity at
model level 133. For a single grid point (cf. Fig. 2 (b)) relevance is distributed in an area of around 200km around the grid point
with most in absolute terms high relevance values close to the front. Grid points further away from the front show "noise-like"
relevance patterns. A similar relevance distribution is shown for the relevance map of all front grid points and also for both

fronts (cf. Fig. 2 (c)). Similar noisy patterns are discussed in computer vision applications of LRP, where they indicate that the
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Figure 4. SFs detected in the DWD and NWS region using ERAS data at 23 September 2016, 06:00 UTC. Black lines show fronts taken
from the expert-labeled Niebler et al. (2022) dataset, green lines show fronts deteted by U-Net and blue lines show fronts at 850hPa detected
by the rule-based method by Beckert et al. (2023). Color shows equivalent potential temperature, white contour lines show sea level pressure

in 40 hPa intervals.
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Figure 5. The detected Vladiana and eastern cold front, cf. Fig. 2 (c). (a-b), ERAS specific humidity at model level 133 on the 23 September

2016, 06:00 UTC. (c-d), the corresponding relevance patterns. Arrows point to the positive relevance band following the front.
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Figure 6. Relevance patterns for ERAS specific humidity at model level 133 on the 23 September 2016, 06:00 UTC. (a) and (d) show average
positive and negative relevance patterns for the cold front. One region (black rectangle) is selected with (b) and (e) visualizing how much
each grid point of the front contributes to the positive and negative relavance in this region. Then two grid points of the front causing positive

or negative relevance in the region are selected and their relevance patterns shown in (c) and (f).

CNN is learning spurious correlation between the background data and the features indicating low generalization (e.g. Bassi
et al., 2024).

Close to Vladiana’s cold front a band of positive relevance (marked by the arrow in Fig. 5 (¢)) follows the front. The positive
band is located at the cold/dry side of the front and embedded into two in absolute terms lower negative relevance bands. The
relevance map for the R2 front shows the positive relevance band at the warm/humid side (marked by the arrow in Fig. 5 (d)).
We consider it surprising that U-Net "looks at" different sides of the fronts as important for detection.

To further investigate this behaviour, we follow Radke et al. (2025) and split the relevance map into one only positive and
one only negative relevance map. Figures 6 (a) and (d) show that both positive and negative relevance form bands on either
side of the front. Since each input grid point can only contribute either positively or negatively to the detection of a given
output grid point, U-Net must treat each band as "pro-argument" for some detected grid points and "contra-argument" for
others. We examine this by selecting one sub-region, marked by the black rectangle in Fig. 6, and visualizing how much grid
points contribute positive or negative relevance within this sub-region. Figures 6 (b) and (e) show that distinct parts of the SF
account for negative and positive relevance, respectively. Moreover, Figures 6 (c) and (f) compare relevance patterns for two
neighbouring grid points; one follows a pattern similar to the whole SF, whereas the other is nearly inverted. Thus, U-Net

considers the same spatial region for detection but uses two distinct relevance patterns. We consider this implausible, as neither
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a human expert nor a rule-based detection system would rely on two different patterns to classify neighbouring grid points as
part of the same SF.

To gain a better understanding of this behaviour, we create a simplified synthetic 1-D dataset of a single variable mimicing
the rising temperature or humdity between two air masses, typical for SFs. Figure 7 (a) shows a data sample of the synthetic
dataset. The variable is defined as a function going from a unit-less scalar value of 5 ("cold/dry") to 15 ("warm/humid")
following a sigmoid function (black line in Fig. 7 (a)). These values were chosen as they are close to the z-score normalized
values + 10 used for the SF detection. The function is sampled at 96 points creating a 1-D data vector. As our U-Net setup has
been designed for 2-D input fields, 48 copies of this sampled 1-D vector are stacked to create the input of U-Net. Following
Hewson (1998), SF features are placed at the O-contour of the 2nd derivative.

U-Net is trained in epochs. One epoch consists of 20000 training steps and 2000 evaluation steps, each using a newly
generated data sample. To reduce overfitting, cold and warm side are varied between 4-6 (cold side) and 14-16 (warm side).
Additionally, the data is randomly flipped vertically, and both position and steepness of the sigmoid function are randomly
selected. Training is stopped once the valuation loss stagnates for 5 epochs. For evaluation, the Intersection over Union metric
(IoU, Everingham et al., 2010) is used. IoU is a commonly used metric for semantic segmentation tasks (Cordts et al., 2016;
Zhou et al., 2017; Abu Alhaija et al., 2018; Prabhat et al., 2021) which divides the intersection of labeled SFs and detected
SFs by the union of both and is therefore in the range of zero to one, one indicating perfect detection and zero indicating no
detection.

After training, U-Net reaches an IoU score of 93.4% indicating well detected SFs. Fig. 7 shows two nearly identical data
samples (a) and (c) which differ only in the position of the sigmoid function; one is placed at 49.75 the other at 50.25. The
corresponding relevance patterns, shown in Fig. 7 (b) and (d), resemble the previously discussed ones. One shows a positive
relevance band on the warm side of the front with a negative band on the cold side, while the other is mostly inverted. Varying
the data samples, indicates that the relevance pattern changes only when the position of the SF changes. As an example, Fig. 7
(e) shows a scatter plot where each point represents one data sample and the points are colored depending on the pattern used
to detect the corresponding front. The relevance patterns are classified based on the distribution of relevance values from left
to right; if the relevance minimum is further to the left of the relevance maximum it is classified as pattern 1, if it is further to
the right it is clasified as pattern 2. The points are placed based on the center of the sigmoid function (x-axis), which are values
between 47.5 and 52.5 with a step size of 0.01 and the location of the SF (y-axis), which can only be a natural number.

A stair case pattern emerges; moving the center of the sigmoid function also moves the front further to the right. The
relevance patterns follow this "stair case", where the left side of each "step" shows mostly pattern 1 and the right side pattern
2. We hypothesize that the cause of these two patterns is the sampling of the 1-D function into a discrete space leading to
U-Net learning two patterns as "easiest" solution to detect SFs. However, we cannot directly prove this hypothesis or determine
the underlying reason why U-Net learned this pattern, because LRP reveals what a CNN has learned but does not explain the
learning process that led to it. To the best of our knowledge, there is no straightforward method to understand the reason a

CNN has learned a pattern.
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Figure 7. (a) and (c) show two samples of the synthethic dataset with the labelled front in gray. (b) and (d) show the corresponding SF
detected by U-Net and the corresponding relevance patterns. In e) each point represents one data sample of the synthetic dataset, where we
move the center of the sigmoid function from 47.5 to 52.5 in 0.01 steps as shown by the x-axis. As we move the center, the position of the
SF also changes shown ony the y-axis. The color of each point visualizes the relevance patterns used by U-Net. Purple corresponds to the

pattern in (a) and (b) and orange to pattern the pattern in (c) and (d).

However, as a potential solution leading to a more plausible pattern, we propose to increase the resolution of the output data
to allow a more precise placement of SFs in relation to the 1-D function. The input data stays the same, as in our real use case,
using input data with a higher resolution is not feasible. As in our U-Net setup, the network expects its output to have the same
spatial resolution as the output, its architecture is slightly changed by adding a final module containing an interpolation layer
that upsamples the output to five times the resolution and two subsequent convolutional layers. Without these convolutional
layers, U-Net would not be able to learn different patterns, as it would just upsample the already known output. Everything
else regarding the architecture or training stays the same. With this setup, U-Net achieves an IoU score of 87.8%. As shown
in Fig. 8, only one pattern exists showing positive relevance close to the front and negative relevance further away. While the
amount of negative relevance at both sides varies between different samples, the general pattern stays the same indicating that
this method is suited to train U-Net to detect SFs in a much more plausible way on the synthetic dataset.

Now, it would be desirable to apply the same method to the to the dataset and training method of Niebler et al. (2022).
However, placing the weather service SFs more precise in higher resolution is not easily possible. Assume the underlying data
(e.g., the temperature field) to behave like the 1D-function of the simplified dataset. By placing fronts by hand, as done by the

weather services, slight variations in placement between SFs will exist, even if the underlying data stays the same. Hence, even
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Figure 8. Same as Fig. 7 (a-d) but with U-Net trained on a five times larger output resolution. (a) and (c) show two samples of the synthethic

dataset with the labelled front in gray. (b) and (d) the corresponding SF detected by U-Net and the corresponding relevance patterns.

in higher resolution U-Net learns two patterns to detect different parts of the SFs, depending on the position in relation to the
frontal zone.

We outline another possible solution, which is out of scope for this study. Instead of directly using weather service provided
SFs for training one could use SFs detected by a rule-based detection method, as these methods place SFs always in the same
way without human variation. However, to also incorporate knowledge of human experts, we propose to filter the SFs detected
by a rule-based method based with the weather service provided fronts to create a new training dataset. We hypothezise that
training U-Net with this dataset will lead to U-Net learning a more plausible single pattern.

To assess how frequently this split relevance pattern occurs across the full dataset, we compute composites of relevance
maps. Composite relevance maps were also used by Radke et al. (2025), who averaged relevance patterns for a CNN detecting
tropical cyclones and atmospheric rivers. In their case, the relevance patterns were sufficiently similar to be averaged directly.
However, as shown in Fig. 4, SFs differ in length and curvature, making a direct average over all relevance maps unsuitable for
analysis.

To make the SFs comparable, we transform them into straight north—south oriented lines with a consistent direction of
movement. This leads to both their relevance patterns and the underlying input fields being comparable across SFs. Fig. 9
illustrates the method.

In step (a), U-Net detects SFs, which are extracted as polylines in step (b). Each connected component is treated as one SF.
The grid points, together with information on their directly neighbouring grid points, define the polyline. Two grid points are
considered neighbours if they are connected vertically, horizontally, or diagonally.

In step (c), for each grid point P(z;,y;) with two neighbouring grid points Q(x;—1,y;—1) and R(2;41,Y;+1), We approximate

the local SF direction by the straight line connecting ) and R. The corresponding unit vector 7 s computed as

P ( Ti41 —Ti—1 Yi+1 —Yi—1 ) ) _ (x“yz) (6)

\/(90¢+1 —xi-1)? + (Yin1 —?11'71)27 \/($i+1 —2i—1)? 4+ (Yiy1 — Yi-1)?
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Figure 9. Illustration of our method to calculate composites of both relevance maps and input fields. The SFs (a) are transformed into

polylines (b) which are used to calculate normals in both perpendicular directions (c). Then, relevance and input field values are used to
"straighten" each front in (d) and calculate the direction of movement. These straightened SFs are averaged to produce composite maps
(e). Finally, these composites are additionally averaged over all front grid points and along their corresponding normal directions leading to

one-dimensional representations of relevance values and input values (f).

This vector is then rotated by 90° and —90° to obtain the two normal vectors Ny (z],y}) and Na(zh,v5):

Ni(x,y1) = Ni(z; - cos(90°) — y; - sin(90°), x; - sin(90°) + y; - cos(90°)) = N1 (—v;, ;) 7
and
No(zh,y5) = No(z; - cos(—90°) — y; - sin(—90°), z; - sin(—90°) + y; - cos(—90°)) = Na(yi, —x;). (8)

Normals are then defined as lines extending from each front grid point in both normal-vector directions. We use a length of
25 grid points for each normal, as this covers the relevance patterns around each front.

Step (d) shows the resulting SFs transformed into straight lines. For the straightening, each front grid point and its corre-
sponding normals are stacked from the start to the end of the front. Input fields and relevance maps are transformed according
to the values along these normals. For the input fields, we use anomalies relative to the value at the front rather than absolute
values. Otherwise, fronts in generally colder and warmer regions would cancel each other out in the composites.

Similarly, to prevent the warm/humid and cold/dry sides of different fronts from cancelling each other out, all straightened
fronts are oriented consistently before averaging. We define the warm/humid side as the reference side. For each straightened
front, the mean temperature and specific humidity on both sides are compared. If the warm/humid side is opposite to the

reference side, the front is flipped.
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In step (e), composites are computed by averaging all detected fronts in the full test dataset. Since the input fields and
relevance patterns are, on average, assumed to be similar for every front grid point independent of position along the front,
the composites are additionally averaged along the front (step (f)). This yields one-dimensional representations of both input
variables and relevance values. As in the previous analysis, the composites are further separated by relevance pattern, based on

the locations of the relevance maximum and minimum.
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Figure 10. Composites calculated for the year 2016 at 6-hourly intervals, corresponding to the test dataset. Columns distinguish between
front types. Black lines show the change in ERAS5 specific humidity at model level 133 relative to the specific humidity at the front, while

orange and purple lines show the relevance composites.

Figures 10 shows the composites for all four SF types for specific humidity at model level 133 and the two corresponding
relevance patterns. One pattern has its positive relevance maximum on the warm/humid side of the frontal zone, similar to
pattern 1 in the synthetic dataset (Fig. 7 (b)). The second pattern has its relevance maximum within the frontal zone and
towards the cold/dry side. Both patterns occur with similar frequency, each accounting for approximately 50% of the cases. This
is consistent with the synthetic dataset, where the two patterns show a similar ratio. Although both patterns assign relevance to
parts of the SF that are also important for rule-based detection systems, namely the frontal zone and the warm side, they should
not appear as separate patterns. In particular, the pattern that primarily focuses on the warm side of the SF could, on its own,
lead to false detections, as weak gradients might be classified as SFs when the frontal zone itself is not considered important.

For completeness we also cover horizontal wind. Fig. 11 shows that in absolute terms lower relevance values indicate that
U-Net uses wind to a lower extend than the other variables, consistent with the input field analysis in Sect. 5. Similar to before,
"noisy" patterns are located around the front with a positive relevance band following the front. The positive band is found at
a location of a strong wind shear, a characteristic of a SF Stull (2017). Hence, we consider this pattern as plausible.

Returning to the research question whether U-Net in our setup learns physically plausible patterns; LRP showed that gen-
erally U-Net looks at changing humidity and temperature close to the SF which is plausible as this pattern characterizes SFs.
Similarly, the wind shear in horizontal wind, another characteristica of SFs, is used by U-Net. But it was also shown that this
relevance pattern is split into two different patterns, with one seeing the frontal zone as important to detect SFs and the other
seing the warm side as important. We hypothezise that especially the second pattern can lead to the overdetection of SFs in
regions with only weak changes in humidity/temperature, which is discussed further in the following section. Furthermore,
noisy relevance patterns are found in a distance of up to 200 km around the SFs. This phenomenon, also described in computer
vision literature (e.g. Bassi et al., 2024), corresponds to overfitting and spurious correlations with the background data U-Net

learned which we consider as not plausible.
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Figure 11. (a) and (b) ERA 5, u- and v-wind at model level 133 on the 23 September 2016, 06:00 UTC; (c) and (d) the corresponding

relevance patterns used to detect the Vladiana cold front. Arrows show the horizontal wind.

7 Can a CNN trained on regional data be applied to regions outside the training domain?

Niebler et al. (2022) show that training U-Net on only one of their regions leads to lower CSI scores on the other when
compared to training U-Net on both regions. Additionally, in Sect. 6, we show that U-Net learns relevance patterns which are
only in part physically plausible. Hence, as our third research objective, U-Net is evaluated on a different region than the DWD
and NWS region to investigate how well U-Net detects SFs outside of its trainig regions. This region, as discussed in Sect. 2,
contains labeled SFs presented by Justin et al. (2023).

Due to potential differences between the labels used by Niebler et al. (2022) and Justin et al. (2023), U-Net might detect
differently well depending on the label source. However, as shown in Table 2, evaluating our U-Net on the NWS region which
is part of both the labels used by Niebler et al. (2022) and Justin et al. (2023) shows that independent of the label source CSI-
scores are similar (average of 46.3% CSI score for both sources). Therefore, the labels of Justin et al. (2023) are also suitable
to evaluate U-Net trained on the data by Niebler et al. (2022).

Evaluating U-Net on the whole "Unified" region shows a drop in both average CSI-score from 46.3% to 34.8% and CSI-
scores for all SF classes. The biggest difference being the stationary fronts dropping from 46% to 21.4%. Different subregions
of the unified region, split by latitude into "Arctic" (60°N to 80°N), "Midlatitude" (30°N to 60°N) and "Tropics" (0°N to 30°N),
show largely differing detection quality based on the region. Table 2 shows these CSI-scores. While for the "Midlatitude"

region, which also contains the two training regions, CSI-scores are even better than only for the NA region (average of
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Table 2. CSI scores for all front types are given in percentages. In the DWD region of Niebler et al. (2022) stationary fronts are not explicitly
labeled. Hence, they are not evaluated for the DWD region. The author names indicate the different label sources. In the first column we

indicate the regeions used for trainnig. Additionally, the number of detected and labeled atmospheric fronts is shown in the two rightmost

columns.
Region CSI-Scores Number of fronts
Training Evaluation Warm | Cold | Occluded | Stationary | Average Detected | Labeled
DWD (Niebler et al., 2022) 49.8 57.8 56.3 - - 16,397 17,580
wn NWS (Niebler et al., 2022) 34.3 56.9 45.7 47.2 46.0 19,333 17,411
E NWS (Justin et al., 2023) 36.2 57.6 454 46.0 46.3 - -
-c% Unified (Justin et al., 2023) 324 43.7 41.8 214 34.8 58,617 37,442
g Arctic (Justin et al., 2023) 22.7 30.7 39.2 244 29.25 8,631 7,621
_ Midlatitude (Justin et al., 2023) 44.8 65.7 55.2 40.1 515 35,229 30,873
Tropics (Justin et al., 2023) 4.7 35.6 2.7 12.6 139 17,077 3,329
DWD (Niebler et al., 2022) 26.0 47.3 43.3 - - 11,548 17,580
NWS (Niebler et al., 2022) 36.4 56.2 46.9 45.8 46.3 19,301 17,411
< NWS (Justin et al., 2023) - - - - - - -
5‘5 Unified (Justin et al., 2023) 39.5 56.3 524 37.1 46.3 47,298 37,442
= Arctic (Justin et al., 2023) 24.0 32.6 443 38.5 349 8,884 7,621
Midlatitude (Justin et al., 2023) 47.5 68.3 60.4 48.6 56.2 35,398 30,873
Tropics (Justin et al., 2023) 23.6 80.3 12.1 45.0 40.25 4,433 3,329

49.2%), both Arctic and Tropics regions show much lower CSI scores. In the Tropics this reduction is especially severe with
warm and occluded fronts reaching only 3.3% and 1.5% respectively.

The amount of detected and labeled SFs for both Arctic and Tropics show that especially in the Tropics much more SFs
are detected than labelled (3329 labelled compared to 17077 detected). To understand where these fronts are detected, Fig. 12
shows climatologies of the Tropics with both labels and detected SFs. Warm fronts are detected mostly in the North Pacific
and Atlantic tropical cyclone basins. Additionally, both cold and stationary fronts are detected in a long band parallel to the
equator and alot of stationary fronts are detected at the western coast of Mexico.

Figure 13 shows detected fronts on 21 September 2016, 12:00 UTC, with these three anomalies visible together with the
specific humidity field at model level 133. Temperature at model level 133 is shown in the Appendix Fig. A2. Additionally,
tropical cyclones detected by Radke et al. (2025) are shown as orange contours. In comparison to the labelled fronts, neither
anomaly corresponds to an expert labelled front. A part of the incorrectly detected SFs are detected inside of a tropical cyclones
(Fig. 13, o), which for U-Net might "look" similar to extratropical cyclones as both share rotating wind fields. However, as
tropical cyclones are not connected to front systems, these fronts should not be detected. Similarly, the SFs parallel to the
equator (Fig. 13, x) are detected even though temperature and humidity do not show strong gradients hence would typically not
be classified as SFs. This matches with the first pattern described in Sect. 6, where weak rising temperature/specific humidity

close to the front is used for detection instead of the whole frontal zone.
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Figure 12. Climatologies of the four SF types for the "tropic" region. From a-d, they are calculated for the expert-labeled SFs, from e-h for

the detected SFs. Climatologies are calculated for the year 2016 in six hour intervalls and the colorbars show frequency of SF occurrence as

a percentage of timesteps.
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Figure 13. ERAS specific humidity at model level 133 on the 21 September 2016, 12:00 UTC. Additionally tropical cyclones (orange

outlines), SFs detected by U-Net (red - warm fronts, blue - cold fronts, purple - occluded fronts, green - stationary fronts) and SF detected

by experts as provided by Justin et al. (2023) (black lines) are shown.
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Figure 14. Same as Fig. 5 but with U-Net trained on the "Unified" region. The cold front of extratropical cyclone Vladiana is shown. Subplots
(a-c) show ERAS specific humidity, u and v wind, at model level 133 on the 23 September 2016, 06:00 UTC, while subfigures (d-f) show the

corresponding relevance patterns used to detect this cold front. Arrows in (b/c/e/f) show horizontal wind.

The SFs close to the West coast of Mexico (Fig. 13, A) show a steep change in humidity, so detecting them as SFs seems
not far fetched. However, these are geographic fronts: in ERAS model level data the model levels follow the terrain, leading to
dry and cold air in mountainous regions in contrast to the moist, warm air over the Pacific directly neighbouring each other in
the data. Hence, in these areas SFs are frequently detected by U-Net.

To improve the performance of U-Net especially regarding the implausibly detected SFs, we propose to keep the U-Net
architecture with the training setup of Niebler et al. (2022) but train it with the labels and region of Justin et al. (2023). Table 2
shows resulting CSI scores for the test dataset. They show similar or improved CSI-scores across all regions, with the exception
of the DWD region. For the DWD region we assume that SFs are detected worse, because the labels of the DWD do not contain
stationary fronts, while the larger regions does contain them. Furthermore not all parts of the DWD region are covered by the
"Unified" region. When not training U-Net with the DWD data it will detect stationary fronts over Europe not contained in the
labels, hence leading to lower scores. We cannot argue whether this is correct or not, as for a direct comparison a European SF
dataset containing all four types of SFs would be required, which to the best of our knowledge is not readily available.

As the detection performance has changed, relevance patterns have to have also changed. Fig. 14 shows specific humidity

at model level 133 and both horizontal wind components together with the relevance patterns for detecting the shown cold
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front. In general, relevance patterns are more concentrated on the region close to the SF, with less noise, indicating that U-Net
learned fewer spurious correlations with the background data. Otherwise, relevance patterns for specific humidity and wind
look similar. The same two patterns as discussed in Sect. 6 exist, which is not surprising as hand labeled data is still used even
though from a different source.

To summarize, U-Net detects SFs poorly outside of the training regions especially in the Tropics and the Arctic, where it
detect much more SFs than an expert would label. We attribute these erronously detected SFs to the spurious correlations with
the background data learned by U-Net as well as one of the two general patterns with U-Net looking at weak gradients in
the data without considering the frontal zone much. Training U-Net on a larger domain reduces the spurious correlations and
improves the detection quality outside of the smaller training regions used by Niebler et al. (2022). However training on the

larger domain cannot fix the previously discussed issue of the two patterns, as the labels are still placed by hand.

8 Conclusions

In this study, we applied the explainable artificial intelligence (xAl) method layer-wise relevance propagation (LRP) to the
detection of atmospheric surface fronts (SFs). Building on previous studies by Niebler et al. (2022) and Justin et al. (2023), a
reduced U-Net variant and a reduced set of input variables to detect SFs was evaluated. We found that a reduction in U-Nets size
as well as a reduction of the dataset from 55 to 6 input fields is possible without decreasing detection performance. With this
architecture and dataset, the relevance patterns learned by U-Net were analyzed with both plausible and implausible patterns
visible, leading to the creation and evaluation of a synthetic front dataset. Additionally, we evaluated U-Net on a larger region
covering parts of the Tropics and Arctic. We then compared relevance patterns between training U-Net on two smaller regions
covering the midlatitudes of northern America and western Europe and a larger one stretching from the Pacific over northern

America to western Europe. The main findings of our study are as follows:

— The detection of SFs as discussed by Niebler et al. (2022) was reproducable and a reduction of the size of U-Net is

possible without decreasing the detection performance while reducing computational costs (cf. Sect. 3).

— In Sect. 5, using LRP, we identified a minimal subset of six input fields, temperature (model level 113 and 133), spe-
cific humidity (model level 113 and 133), and horizontal wind (model level 133) that maintained a similar detection

performance compared to the 55 input fields used by Niebler et al. (2022).

— LRP-Analysis of one selected SF case showed that U-Net uses both physically plausible and implausible patterns to
detect SFs. We expected LRP to show U-Net using the frontal zone as positive criteria to detect the front, with each part
of the front using similar local information of either rising temperature/humidity or wind shear. While most information
is drawn from the temperature and humidity field in the frontal zone, which is similar to rule-based detection systems,
different grid points of the same SF showed two distinct patterns. One pattern shows U-Net "looking at" the frontal

zone which we consider plausible while the other "looks" more at the warm side of the SFs, which we consider as less
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plausible as it uses only weak gradients for detection. Addionally, noisy patterns in a large area around the front suggest

the presence of spurious correlations with the background data limiting generalization.

— To investigate the two patterns, we proposed a synthetic dataset to shed light on these two patterns. In this synthetic
dataset, U-Net also detects SFs using these two patterns, even though it changes only between different samples, not
between different pixels of the same front. Further investigation showed depending on the underlying function and hence
the underlying data, the relevance patterns change, even if the front is detected at the same location. We argue that U-Net
learns these two patterns to "easily" distinguish fronts that are at the same location even though the background data

changes, which applies to the real world data.

— Increasing the resolution of the output reduces the difference between fronts placed at the same location, as the fronts
are now placed more discretely. Training U-Net on this higher resolution, we found it to learn only one pattern, which
we consider as more plausible than two different patterns. Applying this method of increasing the output resolution on
the dataset by Niebler et al. (2022) is challenging, as the handlabeled SFs are not placed in a consistent distance to the

frontal zone (as we did in the synthetic data). Hence, we found that SFs will still be detected using two patterns.

— When applied outside the training regions, U-Net’s detection performance declined, especially in the Arctic and Tropics
where it often misidentified SFs. SFs are detected inside of tropical cyclones or in parallel to the equator where the

implausible detection patterns cause U-Net to detect erronous fronts.

— Retraining U-Net on a larger region improved detection skill. Relevance patterns show reduced spurious correlations.

For the future, we outline methods to improve U-Net to detect SFs more reliably and physically plausible. As training U-Net
on a larger region already improved detection quality on this region, we expect similar improvements for other regions. Hence,
extending the dataset should be the first priority, however the creation of curated handlabeled data sets is challenging. Instead
one could use rule-based detection systems to create a global dataset to train U-Net. To not fully loose the advantages of hand-
labelled data, one could also combine both, by for example filtering the rule-based detected fronts using hand-labeled fronts,
in regions where hand-labelled data is available. A dataset created by a rule-based system might also be able to avoid the two
patterns discussed earlier and allow U-Net to only learn one plausible pattern.

We conclude that the U-Net setup used in this study, trained on two regions, detects SFs with only partially physically
plausible patterns and should therefore be used with caution. Outside the training regions, particularly in the Tropics, the
model substantially over-detects SFs compared to expert analyses. Similar over-detection occurs at coasts and mountain ranges
outside the training domain, indicating that U-Net partly relies on region-specific or spurious correlations rather than generally
valid frontal characteristics. Consequently, applications beyond the training regions should account for an increased false-
detection rate, and depending on the intended use, may require additional filtering or retraining with more representative data.
Nevertheless, within the training regions, we consider the investigated U-Net setup a useful tool for rapid SF detection. With

further (global) training data available, the setup can be further improved.
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Code and data availability. The code used to generate the results presented in this paper is available at https://doi.org/10.5281/zenodo.
21071307 (Radke et al., 2026). This archive also contains the ERAS retrieval scripts. ERAS model-level data are available from the Complete
ERAS global atmospheric reanalysis at https://doi.org/10.24381/cds.143582cf (Hersbach et al., 2017) and surface pressure from ERAS
hourly data on single levels at https://doi.org/10.24381/cds.adbb2d47 (Hersbach et al., 2023). The used NWS SF data are available at https:
//doi.org/10.5281/zenodo.2642801 (National Weather Service, 2019). The polylines of the DWD data are available at https://doi.org/10.5281/
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Appendix A

Normalized relevance value
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Figure Al. Cf. Radke et al. (2025) Fig. 10. Distributions of relevance values (computed for data taken from the ERAS dateset from 2016
in six hour intervalls) for U-Net trained with all 55 variables contained in the dataset. Distribution are split for warm, cold, occluded and
stationary fronts. Width of violin plots is differently scaled between front types but consistent for all variables within each subplot. Relevance
values in the range [-0.1...0.1] are omitted. Numbers at the bottom as well as grey shade indicate ranking in terms of numbers of grid points

with absolute relevance > 0.1.
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