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Table S1. Top features selected for each phase based on Pearson’s Correlation and mutual information are listed. Check marks indicate that

feature being selected for that phase.

Feature Stratocumulus Transition Cumulus

Accret ✓ ✓

Autoconv ✓ ✓

LHF ✓

nc_incloud ✓ ✓ ✓

Omega ✓ ✓ ✓

Omega_FT

Pblh ✓

Qv

Qv_2m ✓ ✓ ✓

Rad_Cool ✓ ✓ ✓

Reff_Liq ✓

Reff_Rain

RH

RH_CT ✓ ✓ ✓

SHF ✓ ✓

Temp_inv ✓ ✓ ✓

Vap_Liq

Wind_Surf ✓ ✓ ✓

W_Var

1



Table S2. Optimized XGBoost hyperparameters for each cloud regime determined via Bayesian optimization (Optuna).

Hyperparameter Stratocumulus Transition Cumulus

n_estimators 187 200 173

max_depth 6 4 5

learning_rate 0.15 0.04 0.05

reg_lambda (L2) 21 12 7.2

reg_alpha (L1) 0.01 0.00 0.08

S1 Additional Information for Gaussian Process Emulators and XGBoost

For the Gaussian Process Emulator, the predictive distribution at a new input x∗ is derived by conditioning the joint Gaussian

prior on the observed training data. Given training inputs X = {x1, . . . ,xn} with corresponding responses y, the predictive

mean µ(x∗) and predictive variance σ2(x∗) are expressed as:

µ(x∗) = k(x∗,X)
[
K(X,X)+σ2

nI
]−1

y (1)5

σ2(x∗) = k(x∗,x∗)− k(x∗,X)
[
K(X,X)+σ2

nI
]−1

k(X,x∗) (2)

where k(x,x′) is the kernel (covariance) function encoding assumptions about similarity between inputs, K(X,X) is the

covariance matrix over the training data, and σ2
n represents the homoscedastic observation noise. The kernel hyperparameters,

such as length scales and signal variance, are estimated by maximizing the log-marginal likelihood of the training data. A key

advantage of GPs is their interpretability. The kernel hyperparameters directly quantify the sensitivity of predictions to each10

input dimension through Automatic Relevance Determination (ARD); shorter length scales indicate that the output varies more

rapidly with that input, whereas longer length scales imply smoother and weaker dependence. In addition, the predictive vari-

ance σ2(x∗) provides a natural measure of emulator confidence, highlighting regions of parameter space where predictions are

well-supported by training data versus regions where extrapolation is uncertain. Together, these properties make GP emulators

accurate surrogates and transparent tools for sensitivity analysis.15

We use a Matérn 5/2 kernel (ν = 2.5) with ARD, combined with a white-noise kernel to account for residual model vari-

ability. The Matérn kernel was selected for its ability to represent microphysical response surfaces with high fidelity, offering

a more flexible alternative to the Radial Basis Function (RBF) while maintaining physical smoothness. While the use of a

homoscedastic noise term assumes uncorrelated measurement errors, it provides a robust constraint on the mean uncertainty

magnitude.20

For a predicted distribution Y ∼N (µ,σ2), the Expected Absolute Error (EAE) is defined as the expected value of the

absolute bias:
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EAE(µ,σ) = E[|Y |] =
∞∫

−∞

|y| 1

σ
√
2π

e−
(y−µ)2

2σ2 dy (3)

The closed-form solution implemented in our optimization routine is given by:

EAE(µ,σ) = σ

√
2

π
exp

(
− µ2

2σ2

)
+ |µ| · erf

(
|µ|√
2σ

)
(4)25

where erf(·) is the error function.

Although red-noise (AR1) processes are often used as a null hypothesis for autocorrelation time series, anomalies in our case

do not exhibit single-exponential de-correlation. The inferred timescale τ varies substantially with lag, and AR(1) residuals

retain statistically significant autocorrelation (Ljung-Box test), also indicating multi-timescale behavior.

XGBoost builds an ensemble of decision trees sequentially, where each new tree corrects the residual errors from the previous30

ensemble. To enhance both accuracy and efficiency, the algorithm employs a second-order Taylor expansion of the loss function

and introduces regularization to control model complexity and reduce overfitting.

The objective function at boosting iteration t is given by:

L(t) =

n∑
i=1

[
gift(xi)+

1

2
hift(xi)

2

]
+Ω(ft), (5)

where n is the number of training samples and i indexes each sample; gi and hi are the first- and second-order derivatives35

of the loss function with respect to the model prediction (i.e., LWPB in our study), ft(xi) is the output of the newly added

decision tree at iteration t, and Ω(ft) is a regularization term that penalizes model complexity to reduce overfitting and improve

generalization.

The domain-mean DP output variables represent a combination of microphysical, dynamical, radiative, and thermodynamic

processes at 2-minute intervals. Cloudy vertical levels are defined as those between the surface and approximately 3.5 km40

altitude with a minimum liquid cloud fraction of 10% and a minimum liquid water content of 0.01 g kg−1. For most variables,

we computed vertically averaged values over these cloudy levels, using layer-thickness-weighted averaging to account for the

non-uniform vertical grid spacing.

For the XGBoost models, we perform hyperparameter optimization using Bayesian optimization (Optuna) (Akiba et al.,

2019), with objective functions evaluated using 5-fold cross-validation (the same train-test split). Similar time-based cross val-45

idation strategies were followed by previous studies (Gonzalez et al., 2025). The optimized configurations are shown in Table

S2. The L1 penalty promotes sparsity in the tree structure, whereas the L2 penalty constrains leaf weights, reducing overfitting

and improving generalization. Notably, the optimal hyperparameters vary across cloud regimes, reflecting differences in under-

lying physical controls and model complexity. Prior to training, extreme outliers in the target variable (LWPB) were removed

by retaining only values between the 5th and 95th percentiles within each phase, ensuring stable model fitting. The correlation50

among different features is shown in Figure S4.
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S2 Robustness and Uncertainties

Different types of robustness check should be performed to accurately understand the performance of the ML models used

in this study. There are observational uncertainties, arising from retrieval errors in the microwave radiometer LWP measure-

ments and potential representativeness differences between the point observations and the model domain mean. There are55

potential structural uncertainties associated with the underlying formulation of DP and machine-learning models. For example:

(a) interpretations might be sensitive to the model resolution (Bogenschutz et al., 2025), choice of physical parameterization,

or even choice of the SCT case, and (b) results might also be sensitive to the choice of ML models and their hyperparam-

eter tuning. There might also be additional parametric uncertainties rising from (a) other microphysical parameters and/or

(b) parameters in the sub-grid turbulence and dynamics code. Although addressing these multiple sources of uncertainties60

is beyond the scope of this work, we perform a few robustness tests for the ML models that we use here. We randomly

subsample 30 ensemble members and repeat the LOO-CV procedure five times for each regime. The Stratocumulus LWPB

emulator demonstrates consistently strong performance, with a mean R2 = 0.958± 0.017 and RMSE of 21.4± 4.4 g m−2,

indicating robust predictive skill under subsampling. The Transition and Cumulus regime demonstrates moderate performance

(R2 = 0.629± 0.231,0.672± 0.076), similar to the emulator constructed with all 76 members. As a robustness check, the65

LWPB emulator was retrained using an RBF kernel while retaining all other modeling choices. The Stratocumulus regime

shows excellent predictive performance (R2 = 0.974, RMSE = 17.15 gm−2). The Transition and Cumulus regime again shows

moderate skill (R2 = 0.733,0.784; RMSE = 17.67, 8.53 g m−2). The comparable performance relative to the Matérn kernel

indicates that the inferred response surfaces are smooth and that the emulator results are not strongly sensitive to the kernel

choice. Since the Transition phase XGB has lowest R2 value, we tried a more complex model by increasing the number of70

estimators to 300. However, the performance change was negligible. Figure S7 shows the comparison of grid averaged LWP

with an LWP averaged over the 15 km x 15 km area around the center of the domain to test possible representativeness errors.

Minimal differences are found in the LWP timeseries. Similarly, we re-ran the default simulation with a larger model domain

(150 km x 150 km), and the grid averaged LWP in that simulation is found to be similar to the default simulation (not shown).
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Figure S1. Time series of domain-averaged relative humidity, liquid water content, temperature and liquid cloud fraction from the default

DP simulation is shown.
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Figure S2. Time series of the 21 selected features used to train the XGBoost models, along with the LWP bias (LWPBDP), across all 75

simulations (gray). The default simulation is shown in black. Shaded regions indicate the stratocumulus, transition, and cumulus phases.

While parameter perturbations directly affect microphysical processes such as autoconversion, accretion, and droplet number concentration,

substantial variability emerges across all features due to coupled dynamical and thermodynamical adjustments. The liquid water path, on

average, is highest during the stratocumulus phase (∼150 g m−2) and decreases to ∼20 g m−2 during the cumulus phase.
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Figure S3. Auto-correlation function for ScP, TrP, and Cup from the observations (black) and the model ensembles (light red; default in red).

Figure S4. Correlation matrix of the final 10 selected features for each phase, following removal of highly correlated variables (Pearson

correlation coefficient > 0.7) and selection based on highest mutual information scores.
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Figure S5. Time series of 2-hr averaged Liquid Water path from the DP, for both default and optimal simulation, is compared with observa-

tions from the EPCAPE field campaign.

Figure S6. Top-of-atmosphere (TOA) shortwave, longwave, and net cloud radiative effect for July 2013 from CERES-EBAF 4.2 (Loeb et al.,

2018), shown over the eastern and central Pacific. The locations of Los Angeles and Honolulu are marked.
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Figure S7. Time series of Liquid Water path using entire grid average, and only 15 km x 15 km area around the center of the domain is

shown , and compared with observations from the MAGIC field campaign.
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