
Dear Reviewer #1, 

Thank you very much for your thorough review and quesƟoning of our manuscript. We are grateful 
for your construcƟve discussion, which helped us significantly improve the manuscript.  

The results changed substanƟally during the revision, partly because we found and fixed several 
errors in the data preprocessing pipeline. Partly because, moƟvated by the reviewers' requests to 
focus on TWSA anomalies, the model now predicts TWSA anomalies relaƟve to the training 
climatology, and climatology is added back aŌerwards to retrieve full TWSA. ‘Anomaly’ in this 
response leƩer therefore refers to non-seasonal TWSA, where climatology has been subtracted. 

Some of the conclusions in the original manuscript have changed: 

1. The model generates useful predictors from ERA5 data: withdrawn. Removing all ERA5 inputs has 
no significant impact at any lead, and has an ambiguous impact in the per-basin evaluaƟon. Skill 
comes mainly from TWSA inputs.  

2. The model encodes spaƟal teleconnecƟons: withdrawn. Removing ocean nodes changes the skill 
significantly only at lead six and only for 11 out of 226 basins, which is what chance alone would give.  

3. Graph connecƟons are beƩer than local convoluƟons: restricted. HiGNN-LSTM outperforms the 
ConvLSTM on the reconstrucƟon set but not on GRACE/-FO.  

4. Strong performance where seasonal signal dominates: altered. PredicƟng anomalies and evaluaƟng 
anomaly correlaƟons show the highest scores where anomalies persist the longest.  

5. HiGNN-LSTM outperforms climatology baseline: strengthened. The model is now evaluated against 
persistence and climatology baselines and beats both in area-weighted global RMSE at every lead, on 
the reconstrucƟon test set and the GRACE/-FO.  

At the end of this document, we have aƩached a supplement that lists the code changes, the revised 
results and the new results from the experiments requested by the reviewers. In the answers to the 
comments, we will refer to the Supplement. The original comments are in blue italics, our answers 
are in black. 

We hope to address all comments to your saƟsfacƟon. 

Best regards 

Viola Steidl  

On behalf of all co-authors  

 

I appreciate the substanƟal technical effort involved in developing and implemenƟng this global 
hierarchical graph model. However, I have more fundamental concerns about the study's hydrological 
framing. The manuscript is primarily organized around a machine-learning architecture and then 
applies that architecture to TWSA, but it does not yet demonstrate that the resulƟng framework 
addresses a clearly formulated hydrological quesƟon. In parƟcular, the central interpretaƟon that the 
graph learns useful hydrological teleconnecƟons is not supported by the current experiments. At 
present, the manuscript demonstrates that the proposed network can reproduce a reconstructed 
TWSA product more clearly than it demonstrates a new hydrological understanding or a useful 
advance in seasonal hydrological predicƟon. I therefore consider major revision necessary, and I am 
uncertain whether the required changes can be achieved without a substanƟal redesign of the study. 



We agree that our study was organised around the machine learning architecture. In our work, we 
invesƟgate whether a graph-based architecture is able to extract and propagate hydrological 
informaƟon from local water storage, climate, and hydrological variables, and distant ocean regions.  

We now test more directly where the model's skill comes from. We included an ablaƟon study that 
removes key parts of the model's architecture (message passing between graph nodes and ocean 
nodes) and all ERA5 inputs, and retrains the model. AddiƟonally, we replaced the latent aƩribuƟon 
analysis with a latent-removal experiment that replaces feature informaƟon with the training-set 
mean and measures the performance loss.  

All experiments are now run with 8 seeds to separate signal from seed noise, the model predicts 
anomalies relaƟve to the training climatology, and we compare it to persistence and climatology on 
the reconstrucƟon and on GRACE/-FO observaƟons, using anomaly correlaƟon and anomaly NSE as 
addiƟonal metrics. 

The results lead to different conclusions than our original manuscript claimed, as summarised above: 
1) Storage memory is the main source of skill and the model beats anomaly persistence and 
climatology in global RMSE at every lead; 2) Message passing reduces global RMSE significantly from 
lead 2 onward, although the effect is small 34 out of 64 basins with significant effect improve their 
RMSE without message passing; 3) Removing ERA5 does not change global RMSE significantly, but 
changes are significant in 99 basins, with 52 basins geƫng beƩer RMSE scores; 4) Ocean nodes only 
have significant effect at lead 6, and do not significantly change results per basin.   

We think these results, including the negaƟve ones, are relevant for the hydrological community. 
They show which informaƟon our graph-based model is actually able to extract and that 
teleconnecƟons are not automaƟcally learned during the training. We revised the introducƟon, the 
hypotheses and the conclusions accordingly. 

 

1) The current interpretability analysis does not yet establish which hydrological informaƟon the 
model has learned. The aƩribuƟon analysis only shows that the output is sensiƟve to the GNN latent 
features, but it does not idenƟfy where the predicƟve informaƟon comes from. TWSA is primarily 
controlled by local water-balance processes and storage memory, and remote climate connecƟons 
may provide addiƟonal informaƟon in specific regions and seasons. I suggest adding process-oriented 
aƩribuƟon experiments and determining whether the learned remote connecƟons correspond to 
known hydroclimaƟc relaƟonships. 

We agree that the original interpretability analysis (SmoothGrad on the GNN latent features) can not 
show where the predicƟve informaƟon comes from. Therefore, we replaced it with a process-
oriented ablaƟon study where we retrain the model while systemaƟcally removing informaƟon and 
measure the change in forecast skill. We use 8 seeds and evaluate on the test period, since it was 
held out from training and hyperparameter tuning, while the validaƟon dataset was used to develop 
the model. All p-values come from a Welch t-test over the seeds. They show whether a difference 
exceeds seed noise on the test dataset, not how much it depends on the test dataset. The results are 
shown in Table 1 and Figure 1 of the Supplement.  

 

1. local water-balance processes only: We remove the hierarchical graph structure and just keep the 
grid-level embedding to create the four latent feature sequences per grid cell. No messages are 
passed between grid nodes or basin/ocean nodes, and only local informaƟon is forwarded to the 
LSTM module. Globally averaged, this increases RMSE scores significantly aŌer lead 1, indicaƟng that, 



for longer leads, the graph adds skill. EvaluaƟng per basin and averaging across all leads shows 
opposite effects in individual basins, yielding a small overall gain in message passing.  

2. water storage memory only: We remove all ERA5 inputs. On the global average, RMSE scores 
increase but not significantly for any lead. Averaging over leads and evaluaƟng per basin also changes 
RMSE in both direcƟons, so the effects cancel out in the global average. This shows that the model's 
performance mostly comes from the TWSA input and gains only minimal benefit from ERA5 variables. 

3. No oceanic influence: We remove all ocean nodes from the graph. The results show that while the 
RMSE scores increase, the increase is significant only for lead 6. It remains unclear if that is because 
SST correlaƟon to TWSA is more prominent at later leads (Li et al. 2024), but we remove the claim 
that the model has learned teleconnecƟons. Averaged across all leads and evaluated per basin, the 
results show that removing ocean nodes significantly impacts only 11/226 basins, as would be 
expected by chance.  

 

2) The pracƟcal hydrological value of forecasƟng total TWSA over a six-month horizon needs to be 
clarified. A technically accurate predicƟon of this integrated signal does not necessarily translate into 
useful forecasts of drought, groundwater deficit, reservoir condiƟons, or other hydrological impacts. I 
suggest that the authors define the intended hydrological applicaƟon and evaluate metrics relevant to 
that applicaƟon. 

Thank you for poinƟng this out. We agree that we did not clearly define an applicaƟon of the 
forecast. We see the main applicaƟon in bridging the latency period (2-3 months) before standard 
GRACE TWSA products become available aŌer processing the raw GRACE measurements.  

AddiƟonally, GRACE TWSA can be applied in Early Warning Systems, such as the NASA Hydrological 
Forecast System for food security or groundwater forecasƟng (Arsenault et al., 2020; GeƟrana et al., 
2020). We added this in the introducƟon.  

For both applicaƟons, RMSE is a relevant metric because it measures the difference between the 
target and predicted TWSA. We extended our evaluaƟon to include a persistence baseline, as this 
would be the best alternaƟve to bridge a latency of 2-3 months. Climatology becomes the more 
relevant baseline at longer leads. The model beats both baselines on the test dataset and the 
GRACE/-FO dataset (see Supplement Table 3 and Table 4).  

 

3) More importantly, because the seasonal cycle is retained in the target and the month of the year is 
explicitly provided as an input, the reported RMSE and correlaƟon can be strongly influenced by the 
model’s ability to reproduce seasonality. For seasonal hydrological predicƟon, skill in the anomaly 
component is usually more informaƟve than skill in the full signal. I recommend evaluaƟng 
deseasonalized TWSA anomalies directly. The results should be reported separately for each lead Ɵme 
and basin. 

Thank you for this remark. We agree that the correlaƟon will be dominated by the seasonal cycle, 
which the model predicted well. As we switched to predicƟng anomalies relaƟve to the training 
climatology, we added NSE and anomaly correlaƟon as metrics.  

AddiƟonally, we included the per-basin, per-lead scores in the Appendix and discuss results in the 
main text:  



Across the 226 basins, the median anomaly correlaƟon falls from 0.85 at lead 1 to 0.10 at lead 6 
(persistence: 0.83 to 0.08). The model beats climatology in 222 basins at lead 1 but only 106 at lead 6, 
and it beats persistence in 193 and 219 basins, respecƟvely (see Supplement Table 2). In the Amazon, 
anomaly correlaƟon falls from 0.90 to 0.34 and skill against climatology (1 − RMSE/RMSE_clim) from 
0.60 to 0.08 (see Supplement Table 6).  

 

4) The relaƟonship between the predictor data and the reconstructed TWSA target requires a more 
careful discussion. The Li et al. (2021) reconstrucƟon was itself produced using climaƟc and 
hydrological predictors and machine-learning methods, but the present model uses ERA5 climaƟc and 
hydrological variables to predict that reconstrucƟon. Good performance on the reconstructed product 
may partly reflect HiGNN-LSTM's ability to reproduce relaƟonships already built into that product. 
Ideally, the author may wish to repeat the analysis with more than one reconstrucƟon product or 
provide a stronger observaƟon-based evaluaƟon. 

We agree that overlap among predictors could make skill on the reconstrucƟon partly circular. Li et al. 
(2021) built the reconstrucƟon using precipitaƟon, temperature, SST, soil moisture, evaporaƟon, 
runoff, and climate indices, and our ERA5 inputs cover most of these variables. However, two things 
limit the risk of circularity here:  

1) The model never receives ERA5 inputs for the months it forecasts: its input ends the month before 
the first forecast month, so it cannot learn a direct mapping from target-month climate to target-
month TWSA, as it would be done in the reconstrucƟon.  

2) The climate and hydrological predictors come from different sources.  

Lastly, the added ablaƟon study shows that removing all ERA5 inputs globally increases the RMSE on 
the test period by only 0.001-0.010 cm, not significant at any lead.  

So at least the globally averaged performance on the reconstructed product does not reflect the 
model's ability to reproduce the relaƟonships. Nevertheless, we added this concern to the limitaƟons 
in SecƟon 5.3, as it could sƟll affect individual basins. Since other reconstrucƟon datasets are also 
based on the variables we chose to include in our model, we don't think repeaƟng the analysis on a 
different reconstrucƟon would resolve the concern. However, we agree that evaluaƟon on GRACE/-
FO is strictly necessary: HiGNN-LSTM scores are lower on the GRACE/-FO dataset, evaluated per lead 
and per basin for the 16 test basins. However, on the global average, HiGNN-LSTM sƟll outperforms a 
persistence baseline and the two climatology baselines (derived from the training dataset and 
GRACE-derived TWSA) for every lead.  

  

5) Right now, it seems every ocean cluster is connected to every basin. I cannot immediately 
understand this strong structural assumpƟon of universal ocean-to-basin connecƟvity. I suggest 
tesƟng graph variants without ocean nodes, with only local basin connecƟons, and with river-network 
connecƟons. Otherwise, I don't think improved performance can be interpreted as evidence that the 
model has idenƟfied physically meaningful teleconnecƟons. 

At the moment, the graph is set up using Level 3 basins, so all basins drain only into the ocean or an 
inland sink, and their river-network connecƟons are confined within the basins.  

The ocean-to-basin connecƟvity was moƟvated by the correlaƟon between sea surface temperature 
(SST) and TWSA. Li et al. (2024) found SST to be one of the variables with high correlaƟon to TWSA. 
Because SST measurements are located far from TWSA grid cells, the graph design should link ocean 



cells to the hydrological basins. Ocean nodes contain not only SST but also other input variables 
available for ocean grid cells (surface pressure, 2 m temperature, 10 m wind speed, total 
precipitaƟon, evaporaƟon). 

As menƟoned above, we have now included an ablaƟon experiment tesƟng a graph variant without 
any ocean nodes. The results show that ocean nodes do not add significant skill to the model's 
performance except for lead 6. An open quesƟon remains if this is due to SST only playing a more 
significant role at later lead Ɵmes or because the informaƟon was not sufficiently propagated through 
the graph network. We added this in the Results secƟon for the process-based ablaƟon study.  

 

Specific comments: 

L24: However, these effects are not explicitly represented in the model inputs or graph structure, and 
their treatment in the reconstructed TWSA target remains unclear. The authors should clarify the 
extent to which the reconstrucƟon preserves signals of human intervenƟons. They should also discuss 
how detrending may remove persistent anthropogenic storage changes and how this affects 
transferability to GRACE observaƟons and performance in strongly managed basins. 

Thank you for this comment. The reconstrucƟon dataset we work with comes from a model trained 
to fit GRACE-derived TWSA. It does not explicitly include human intervenƟons, but because the 
reconstrucƟon pipeline is trained to fit GRACE TWSA closely, it should implicitly preserve the signals 
of human intervenƟons. We add this to the descripƟon of the dataset in SecƟon 3.1 as 'As the set of 
predictors for the TWSA reconstrucƟon consists of climaƟc and hydrological variables only, human 
intervenƟon is not explicitly accounted for. However, since the models are trained to fit GRACE 
observaƟons, the reconstrucƟon should implicitly include effects from anthropogenic water use.'  

AddiƟonally, in SecƟon 3.1 we explain what using the detrended version of the reconstrucƟon dataset 
by Li et al. means: 'Without the linear trend, long-term storage changes from ice sheet and glacier 
mass loss or anthropogenic acƟviƟes, as well as part of the mulƟ-year variability between wet and dry 
periods, are not represented in the data (Rodell et al., 2018). Our target, therefore, contains only the 
variability around these trends, and a model trained on this data can not forecast persistent storage 
loss.'  
 

L60: Please specify which parts are hydrologically informed. The basin aggregaƟon might be 
hydrologically moƟvated, but the nearest-neighbor and universal ocean-to-basin connecƟons appear 
primarily geometric. Not sure of the value of basin aggregaƟon here. 

Thank you for poinƟng that out. 'Hydrological domain knowledge' here refers purely to knowledge 
about hydrological basins. We extended the sentence to make that more obvious.  

It now reads: 'This approach ensures that the computaƟon remains tractable while incorporaƟng 
knowledge of hydrological belonging of grid cells.' 

The ablaƟon experiments show that the nearest neighbour connecƟons between basins, together 
with the grid-mesh-grid message passing, have a small but significant posiƟve effect on the model's 
scores. The ocean-to-basin connecƟons, however, do not add significant skill for leads 1-5.  

 



L69: For a hydrology journal, the manuscript should formulate one or more hydrological hypotheses in 
addiƟon to this architectural objecƟve. Otherwise, I have to say this manuscript is more suitable for a 
general Earth data science journal. 

We agree that we did not clearly state the (hydrological) hypotheses. The underlying hypothesis was 
that a graph-based network could extract informaƟon from local and non-local water storage, 
climate, and hydrological variables, as well as distant ocean regions, to forecast TWSA on a seasonal 
Ɵmescale. Thanks to the very extensive comments of both reviewers, we now have a much beƩer 
experimental setup to test these hypotheses, and we clearly state it in the introducƟon. 

 

L82: Please explain why remote relaƟonships are expected to contribute materially to TWSA 
predicƟon relaƟve to local storage memory and local water-balance inputs with literature. 

We added citaƟons to studies that examine the influence of remote relaƟonships, such as 
teleconnecƟons and lag correlaƟons: (Li et al., 2024; Phillips et al., 2012; Humphrey et al., 2016)  

 

L92: Please specify the basin-selecƟon procedure used to obtain the basin nodes. How are grid cells 
that intersect mulƟple basins treated? 

We assume that, in this comment, "basin-selecƟon procedure" refers to the process by which grid 
cells are assigned to hydrological basins. Each grid cell is purely defined by its centre point, and this 
point will be mapped to exactly one basin by finding the "nearest" basin. Since basins are defined as 
geometries, each grid point within a basin has a distance of 0 to that basin, making it the nearest 
basin. If the centre of a grid cell would lie exactly on the boundary between two basins, the grid cell 
would be arbitrarily assigned to one of them, which is a rare edge case. We have rephrased the 
secƟon to beƩer explain this: 'The graph's connecƟvity is defined by three sets of edges connecƟng 
the nodes of the two levels. Each grid-level node lies within a hydrological basin or ocean cluster. The 
grid-to-mesh edges link nodes at the grid level to the mesh-level node that represents the basin they 
lie within.'  

 

L97: ConnecƟng each basin to its geographically nearest neighbors does not necessarily represent 
hydrological interacƟon. Please explain how informaƟon transfer between hydrologically unrelated 
neighboring basins should be interpreted. 

We agree that this does not necessarily reflect hydrological interacƟon. The mesh-level edges are 
purely geometric, and we do not interpret the informaƟon passed between neighbouring basins as a 
hydrological exchange. As this study is a proof of concept, they provide a simple way to give the GNN 
regional context when it generates input features for the LSTM. We address this in the 'LimitaƟons 
and future work' secƟon, noƟng that connecƟng nodes based on known spaƟo-temporal correlaƟons, 
rather than purely on spaƟal proximity, could improve the model's ability to disƟnguish regional 
signals.  

 

L133: Because the Li et al. (2021) reconstrucƟon uses climaƟc and hydrological predictors, please 
compare its predictor set with the variables used in this study. 

We now list the climaƟc and hydrological predictors: 'The set of predictors includes 2 m temperature, 
precipitaƟon fields, sea surface temperature and 17 climate indices as meteorological inputs. 



AddiƟonally, they use soil moisture, surface and subsurface runoff, and evaporaƟon as hydrological 
inputs.' Of these predictors, we use precipitaƟon, temperature, SST, evaporaƟon, and runoff, all from 
ERA5.  

 

L145: Removing linear trends changes the scienƟfic target. Please explain which hydrological signals 
are removed by detrending; some regions may be affected by long-term groundwater depleƟon or 
glacier mass loss. 

Thanks for the remark. We added the explanaƟon; see the answer to the comment on L24. 

 

L161: The CSR mascon product is just distributed on a 0.25-degree grid, but this grid spacing does not 
represent its independent spaƟal resoluƟon. Please make sure this sentence is precise. 

Thank you for the remark; we updated that by exchanging 'resoluƟon' for 'grid spacing'. 

 

SecƟon 4.1: AggregaƟng aƩribuƟon values over all nodes removes the spaƟal and temporal 
informaƟon that is most relevant to the graph hypothesis. Please provide basin-specific examples and 
show how aƩribuƟon changes across input months and lead Ɵmes. 

We agree that aggregaƟng aƩribuƟon hides informaƟon relevant to the graph hypothesis. However, 
the underlying limitaƟon is, as righƞully stated in the following comment, that nonzero aƩribuƟon 
does not demonstrate disƟnct or useful informaƟon. Therefore, we removed this experiment enƟrely 
and now rely on the process-based ablaƟon experiments to test the model's design and inputs rather 
than expanding the previous aƩribuƟon experiment. AddiƟonally, we included a revised 'latent-
removal ' experiment (see Supplement Figures 2 and 3) in the Appendix. Both experiments are 
evaluated across lead Ɵmes and basins.  

 

L191: All four latent dimensions having nonzero aƩribuƟon by themselves does not demonstrate that 
they contain disƟnct or useful informaƟon. A latent-dimension removal experiment would provide 
more direct evidence. 

We agree, and we removed the statement and replaced it with the aƩribuƟon analysis for the 
process-based ablaƟon studies. We ran the suggested removal experiment:  

Each of the four dimensions is replaced by its training-period mean in the trained model.  

Lead-wise evaluaƟon shows that, as in the original analysis, the latent feature sequences are mostly 
important at short leads. The most influenƟal channel per seed raises RMSE by 9–53% at lead 1 and 
by 0–6 % at lead 6. This is the opposite of the lead embedding paƩern and is far below the TWSA 
history (124–144% at lead 1). 

EvaluaƟng the experiment per basin (seed 45) shows that the model's reliance on each latent feature 
varies between basins, and latent features have two disƟnct paƩerns with varying influence between 
all four features, with one feature sequence having overall low influence (see Supplement Figure 3).  

This suggests that the latent feature sequences are spaƟally disƟnct between channels, but over lead 
Ɵme they share the same paƩern of having the largest effect relaƟve to RMSE at short leads and 
decreasing towards longer leads. We included the experiment in the Appendix.  



L261: I cannot understand here. PredicƟng the full signal may be harder in absolute RMSE terms, but 
the strong seasonal cycle can make correlaƟon and normalized skill easier to obtain. The comparison 
should use common anomaly-based metrics. 

We agree that the explanaƟon was inadequate. In the original HiGNN-LSTM formulaƟon, the model 
predicted TWSA, including the seasonal cycle, from the 12 input months, whereas FCast (Li et al. 
2026) predicts nonseasonal TWSA and extrapolates seasonal cycles and trends from the previous year 
to obtain the full TWSA predicƟon. We meant to explain that for a model that is trained on seasonal 
TWSA, the loss will be dominated by the seasonal cycle; therefore, the model learns less about 
anomalies relaƟve to the seasonal cycle.  

The revised model is trained on deseasonalised TWSA and forecasts anomalies relaƟve to the 
training-period climatology. The comparison shows that FCast remains more accurate than HiGNN-
LSTM, averaged over the comparison period and lead Ɵmes. HiGNN-LSTM has lower RMSE in two of 
the 16 test basins (Euphrates and Zambezi), one more than before. The Figure now shows anomaly 
correlaƟon instead of correlaƟon (see Supplement Figure 7).   

 

L290: The poor performance in anomaly-dominated basins may also reflect human water 
management, groundwater abstracƟon, snow processes, or reconstrucƟon errors. The discussion 
currently focuses mainly on seasonality and graph connecƟvity. 

We agree that seasonality and graph connecƟvity were not the only possible causes of the spaƟal 
variability in the model's performance. These processes will lower the skill, especially when 
transferring any model trained on a reconstrucƟon to predict GRACE-derived TWSA. We added this to 
the discussion of the spaƟal variability in the forecast.  

 

L306: The experiments show that the full model outperforms ConvLSTM and an embedder-only 
variant, but they do not idenƟfy the learned connecƟons as teleconnecƟons. 

We agree, that the margin over the ConvLSTM model does not show that the model has learned 
teleconnecƟons and addiƟonally ConvLSTM outperforms HiGNN-LSTM when evaluaƟng on GRACE/-
FO. We removed that statement and rather refer to the ablaƟon results for any statements about 
learned connecƟons. 

 

References:  

Li, F., Kusche, J., Sneeuw, N., Siebert, S., Gerdener, H., Wang, Z., et al. (2024). ForecasƟng next year's 
global land water storage using GRACE data. Geophysical Research LeƩers, 51, e2024GL109101. 
hƩps://doi.org/10.1029/2024GL109101 

Arsenault, K. R., and Coauthors, 2020: The NASA Hydrological Forecast System for Food and Water 
Security ApplicaƟons. Bull. Amer. Meteor. Soc., 101, E1007–E1025, hƩps://doi.org/10.1175/BAMS-D-
18-0264.1.  

GeƟrana, A., M. Rodell, S. Kumar, H. K. Beaudoing, K. Arsenault, B. Zaitchik, H. Save, and S. BeƩadpur, 
2020: GRACE Improves Seasonal Groundwater Forecast IniƟalizaƟon over the United States. J. 
Hydrometeor., 21, 59–71, hƩps://doi.org/10.1175/JHM-D-19-0096.1.  



Phillips, T., Nerem, R. S., Fox-Kemper, B., Famiglieƫ, J. S., & Rajagopalan, B. (2012). The influence of 
ENSO on global terrestrial water storage using GRACE. Geophysical Research LeƩers, 39(16). 
hƩps://doi.org/10.1029/2012gl052495. 

Humphrey, V., Gudmundsson, L., & Seneviratne, S. I. (2016). Assessing global water storage variability 
from GRACE: Trends, seasonal cycle, subseasonal anomalies and extremes. Surveys in Geophysics, 
37(2), 357–395. hƩps://doi.org/10.1007/s10712-016-9367-1 

Rodell, M., Famiglieƫ, J.S., Wiese, D.N. et al. Emerging trends in global freshwater availability. Nature 
557, 651–659 (2018). hƩps://doi.org/10.1038/s41586-018-0123-1 

 



Supplement 
During the revision, we reviewed the code for the preprocessing, graph construcƟon, training and 
evaluaƟon pipeline and found several bugs that we fixed. AddiƟonally, following the reviewer 
comments we changed how the forecast target is formulated: the model now predicts deseasonalised 
TWSA and climatology is added to get the full predicƟon. We retrained and re-evaluated every model, 
baselines included. Results of new experiments as requested by the reviewers can be found in SecƟon 
2.  The revised figures and tables can be found in SecƟon 3. The code changes are listed in detail in 
SecƟon 4.  

1. Revised conclusions 
Thanks to the thorough review of both reviewers we conducted an extended analysis of where the 
HiGNN-LSTM’s skill comes from. The results do not confirm some of our earlier conclusions. 

1. The model generates useful predictors from ERA5 data: Withdrawn. The ablaƟon study 
shows that when removing ERA5 data from the inputs, the model only performs slightly 
worse, and the changes are not significant for any lead. Meaningful latent features rather 
come from the TWSA inputs. 

2. The model encodes spaƟal teleconnecƟons: Withdrawn. When ocean nodes are removed 
from the graph in the ablaƟon study, the model’s performance also drops but not 
significantly. Only at lead 6, the 95% confidence interval does not span 0, hinƟng at a weak 
posiƟve effect of the ocean nodes. We hypothesise that this might be due to SST being more 
correlated to longer lead Ɵmes. We don’t claim the model finds spaƟal teleconnecƟons. 

3. Graph connecƟons are beƩer than local convoluƟons: Restricted. This is only true for our 
reconstrucƟon test set. EvaluaƟng HiGNN-LSTM and ConvLSTM on the GRACE/-FO-derived 
TWSA shows that ConvLSTM performs beƩer, even though both have substanƟally increased 
RMSE scores (see Table 4).   

4. Strong performance where seasonal signal dominates: Altered. As the revised model gets 
the seasonal cycle from the training period climatology and only predicts anomalies to TWSA, 
the previous correlaƟon measurement is not suitable anymore. We instead score on anomaly 
correlaƟon, which shows that performance is not necessarily best where seasonal cycle 
dominates but where anomalies persist and only slowly decay. 

5. HiGNN-LSTM outperforms climatology baseline: Strengthened. The model is now tested 
against climatology and persistence and beats both in area-weighted global RMSE at all six 
leads on the test set and GRACE/-FO.  
 
 
 

2. New experiments and figures 
2.1 Process-based ablaƟon studies 
We test the design choices by running an ablaƟon study. Each Ɵme we retrain the model with 8 
different seeds and remove 1) the message passing between the grid nodes and the basin nodes (No 
MP); 2) the edges to the ocean nodes (No Ocean nodes); 3) ERA5 inputs to the model (no ERA5). 
Note that removing ERA5 inputs from the model input also removes the influence of ocean nodes, as 
ocean nodes carry no TWSA informaƟon. The models are evaluated on the test set as it is not 
involved in any model development or model checkpoint selecƟon. The results are averaged over the 
8 training seeds, 95% confidence intervals over the 8 models are given. P-values come from a Welch t-
test over the seeds.  



Table 1 shows globally averaged results per lead. Only message passing has a significant influence, 
and only aŌer lead 1. Ocean nodes do not show significant influence, except for the last lead Ɵme. 
ERA5 input variables seem to have no significant influence at all.  

 

Table 1 AblaƟons per lead on test dataset d RMSE of HiGNN-LSTM (mean ± standard deviaƟon over 8 seeds) and the 
difference of each ablaƟon to it in % of its RMSE, with the 95 % confidence interval and p-value of a Welch t-test over the 
seeds.

 

 

 

 

Figure 1 Basin-wise evaluaƟon of ablaƟon study. RMSE differences are averaged over all leads and seeds. Basins outlined in 
black show significant changes. The colour indicates if the ablaƟon decreased RMSE (blue) or if it increased RMSE (red). 

 

Figure 1 shows the results averaged over all leads per basin. The colours show absolute values of 
RMSE differences, not relaƟve to how much the RMSE for each of these basins is. Therefore, the 
relaƟve impact in each basin can not be derived from the figure. Significant basins have black 
outlines. Significance here is calculated from a Welch test per basin over the seeds. For 226 basins, 11 
should be expected to be significant by chance at p < 0.05. 



No MP has significant influence on 64 basins, but they split almost evenly: 30 get worse RMSE 
without MP and 34 get beƩer. The basins that suffer from removing the MP cluster in South America, 
India, southern Africa, and Greenland. Basins that get beƩer are on the North American Pacific coast, 
in northeastern Brazil and parts of Central Asia and Siberia.   

Removing ERA5 from the input affects 99 basins significantly but again they split almost evenly in 
basins that get worse and beƩer RMSE scores. The effects would cancel out overall, as seen in the 
globally averaged evaluaƟon. The RMSE rises again in South America, India, the Euphrates region and 
western and ArcƟc North America. Basins that get beƩer RMSE are in Greenland and the North 
American Pacific coast, northeastern Brazil and Madagascar, for example.  

Removing ocean nodes has overall liƩle effect and only 11 basins show significant effects, which is 
what would be expected by chance alone.  

 

2.2 GNN-generated latent feature sequences 
To measure how much influence the GNN-generated latent feature sequences have on the final 
predicƟon, we set up an experiment where each input to the LSTM is replaced one by one. The inputs 
are replaced by their training-period mean over all cells, pseudo-steps and leads. For example, the 
lead embedding becomes the same vector for every lead. We compare the results of the model with 
the removed informaƟon from the latent feature sequences RMSEremoval  and compare it to the full 
model as ΔRMSE = RMSEremoval-RMSEfull.   

This experiment can not measure what informaƟon the GNN-generated latent features store, only 
how much influence it has on the subsequent LSTM predicƟon. The inputs are replaced at the LSTM 
only, so the encoder sƟll sees the TWSA history and FiLM sƟll sees the lead. The experiment is 
repeated for all 8 seeds.  

Figure 2 shows the results for all 8 seeds, the results of seed 45 is drawn with thick lines. Because 
each training run learns its own four latent features, their order is arbitrary, and averaging over them 
would maybe average enƟrely unrelated features. The experiment shows that removing the TWSA 
history increases the RMSE by 1.76 to 2.01 cm at lead 1. At lead 6, this goes down to 0.17 to 0.29 cm. 
Removing the lead embedding has liƩle effect at short leads, but the effect increases at longer leads, 
where removal increases RMSE by 0.11 to 0.35 cm at lead 6. The most useful latent feature 
sequences increase RMSE by 0.12 to 0.74 cm at lead 1, decreasing to 0.02 to 0.17 cm at lead 6. From 
lead 5 onwards, the lead Ɵmestep embedding becomes more important than the latent feature 
sequences. The experiment shows that the LSTM uses the GNN latent features as input mostly at 
short leads. Their importance decays more slowly than that of the TWSA input, but overall, the TWSA 
input is the most influenƟal input to the LSTM.  

 



 

Figure 2 LSTM inputs subsƟtuted by mean values evaluated on the test period: change in area-weighted RMSE per lead 
against the full model with nothing removed. The thick lines show the results for seed 45. The thin lines show the results for 
all the other seeds.  

 

 

 

 

Figure 3 Basin-wise evaluaƟon of latent-feature removal experiment evaluated for one seed (seed 45). RMSE differences are 
averaged over all leads. The colour indicates if the removal of a feature decreased RMSE (blue) or if it increased RMSE (red). 



Figure 3 plots the per basin RMSE differences for each latent feature dimension of seed 45 to 
qualitaƟvely invesƟgate the spaƟal importance of each feature sequence. It also shows how many 
basins decreased their RMSE score with the replaced latent features.   

Latent feature dim 1 and dim 3 are highly correlated (Spearman correlaƟon of 0.89) and show very 
similar paƩern although the magnitude is different. Dim 2 seems to have close to no influence in any 
of the basins and the number of basins that improve vs the number of basins that get worse when 
the features are replaced almost balanced. Dim 4 is roughly the opposite paƩern of Dim 3 (Spearman 
−0.56).  

 

2.3 Skill per basin per lead on the test set  
Table 2 quanƟtaƟvely evaluates HiGNN-LSTM's RMSE per basin as skill versus the persistence and the 
climatology baseline. For each lead, the number of basins with RMSE on the test set is lower than 
that of anomaly persistence or the training climatology is given. The model beats persistence in most 
basins at every lead (193 at lead 1, 219 at lead 6), but it beats climatology in fewer basins as lead Ɵme 
grows (222 at lead 1, 106 at lead 6), while the median anomaly correlaƟon falls from 0.85 to 0.10. 
Median skill scores over climatology decreases unƟl it becomes negaƟve at L6. On global average 
HiGNN-LSTM beats climatology at every lead.  

Table 2 Per-basin per lead scores: for HiGNN-LSTM on the test set for all 226 basins. Mean over 8 seeds. Counts give the 
number of basins where model's skill score SSref = 1-RMSE/RMSEref is posiƟve. 

 

 

 

 

3. Revised figures and tables 
The new results include updates requested by the reviewers, such as training the model on mulƟple 
seeds, reporƟng standard deviaƟons of the results, anomaly scores that measure skill independent of 
climatology, and a persistence baseline. 

 

3.1 EvaluaƟon on the test set 
Table 3 shows the new results on the reconstrucƟon test set. RMSE scores at lead 1 went from 1.83 
cm to 1.40 cm, and at lead 6 from 3.77 to 3.03. The model now beats climatology also at lead 6. 
Remark that due to the new preprocessing also the climatology RMSE was decreased at every lead. 
HiGNN-LSTM also beats ConvLSTM at every lead.  

NSEanom and ranom are calculated against climatology, therefore NSEanom of climatology is 0, and ranom is 
undefined.  



 

Table 3 Globally averaged scores on the test set (June 2017 - June 202) per lead Ɵme (mean ± standard deviaƟon over 8 
seed). Persistence: last input month's TWSA anomaly added to the target month. Climatology derived from the 
reconstrucƟon's training period.

 

 

 

 

Figure 4 Six-month forecast (June 2017 - November 2017) from input Ɵme series June 2016 to May 2017. Rows show (top) 
model predicƟon from seed 45, (middle) target TWSA from the reconstrucƟon, and (boƩom) their difference, with the Mean 
Absolute Difference (MAD) indicated below each difference map. 



 

Figure 5  Predicted TWSA from seed 45 (blue) vs target TWSA (black) in 16 test basins together with anomaly correlaƟon 
coefficient (ranom) averaged over all forecast sequences for the given basin from June 2017 unƟl June 2020. 

 

3.2 EvaluaƟon on GRACE-derived TWSA 
We evaluate how HiGNN-LSTM transfers to observaƟons using GRACE/-FO-derived TWSA of 
uninterrupted sequences between March 2008 and November 2023. The scores on this dataset get 
substanƟally worse, but the model can sƟll beat the persistence and the climatology baseline. The 
persistence baseline takes the anomaly value from the last input and adds it to the climatology 
derived from the reconstrucƟon training dataset. We also added a climatologyGRACE baseline that is 
derived from the GRACE-derived TWSA before March 2008. As this is only a short sequence it has 
even worse scores than the climatology derived from the reconstructed TWSA dataset.  

  

Table 4 Globally averaged scores on the GRACE-derived TWSA for valid sequences between March 2008 and November 2023 
per lead Ɵme (mean ± standard deviaƟon over 8 seed). Persistence: last input month's TWSA anomaly added to the target 
month. Climatology is derived from the training set and ClimatologyGRACE is derived from the available GRACE-derived TWSA 



available during the training period.

 

 

 

Figure 6 Predicted TWSA from seed 45 (blue) vs target GRACE-derived TWSA (black) in 16 test basins. r_anom: lead-
averaged correlaƟon of deseasonalised basin averages. 

 

 



3.3 Comparison to other forecasts 
Also with the new target formulaƟon (predicƟng only anomalies and adding climatology) the HiGNN-
LSTM model can only beat Li et al. (2026) RMSE scores in two of our 16 test basins (Euphrates and 
Zambezi).  

 

Figure 7 HiGNN-LSTM forecast of seed 45 (blue) and Li et al. (red) vs. GRACE-derived TWSA (black) in the 16 test basins. The 
lighter the line color of the forecasted TWSA, the longer the lead Ɵme. Anomaly correlaƟon coefficient (r_anom) and Root 
Mean Squared Error (RMSE) for the basins are given for the HiGNN-LSTM architecture/Li et al. (2026). 



3.4 Graph construcƟon: new ocean nodes 

 

Figure 8 Ocean clusters as they are represented in the hierarchical graph. Each colour indicates a cluster formed by K-means 
clustering of grid-cell posiƟons. 

 

3.5 Graph parameter ablaƟon 
We reran the study to assess the extent to which our choice of parameters affects HiGNN-LSTM 
performance. To save computaƟonal Ɵme, we ran these experiments on only four seeds. We tested 
two values for the number of ocean clusters (10 and 50), two values for the number of mesh-to-mesh 
edges (5 and 20) and two values for the number of mesh-to-grid edges (1 and 5). The base 
configuraƟon of HiGNN-LSTM is 20 ocean clusters, 10 mesh-to-mesh edges, and 3 mesh-to-grid 
edges. None of the tested parameters produces significantly different RMSE scores compared to the 
base configuraƟon. The confidence intervals all include 0.  

 

Table 5 Graph parameter study: area-weighted test RMSE of HiGNN-LSTM in cm (mean ± standard deviaƟon over 8 seeds), 
and for each variant (4 seeds) ∆RMSE, the difference to HiGNN-LSTM in cm with 95 % confidence intervals over the seeds 
below. Each variant changes only one parameter and retrains the model. Ocean clusters (OC), M2M: mesh-to-mesh edges,  
M2G: mesh-to-grid edges.

 



 

Figure 9  Algorithm of HiGNN-LSTM forecast for 6 months.  



Table 6 Anomaly skill of HiGNN-LSTM for the 16 test basins per lead Ɵme on the test set. ranom: anomaly correlaƟon; SSpers 
and SSclim: skill score 1 − RMSE/RMSEref against anomaly persistence and the training climatology, posiƟve where the model 
is beƩer. 

 

 



4. Code changes in detail 
1. Data preprocessing 

 Coarsening of the TWSA reconstrucƟon: The area-weighted averaging from 0.5° to 1° counted 
the area of ocean (NaN) sub-cells in the denominator, which pulled coastal land cells towards 
zero. Only valid land area is now used in the denominator. 

 LaƟtude weights in the ERA5 coarsening: The cell areas were shiŌed by half a cell, and the 
southernmost laƟtude row was dropped: Areas are now computed from proper cell edges. 

 Regridding: TWSA used to be reindexed onto the ERA5 grid, which added an all-NaN row at 
the −90° pole. ERA5 is now regridded onto the TWSA grid, so TWSA defines the grid and the 
land mask. 

 GRACE/GRACE-FO evaluaƟon data: 
- Two GRACE soluƟons were matched to the same ERA5 month. 
- ERA5 was detrended over a shorter period than in the training data, so the model's 

inputs at GRACE evaluaƟon differed from those it saw in training. 

2. Graph construcƟon 

 Node embedding: The old "trigonometric" embedding read longitude as laƟtude. It encoded 
(cos λ, sin φ, cos φ), so cells at +λ and −λ were indisƟnguishable. This affected the ocean 
clustering, the mesh-node features and every k-nearest-neighbour edge set, which could also 
be seen in Figure A1 showing the ocean clusters. We subsƟtuted for cartesian unit-sphere 
embedding (cos φ cos λ, cos φ sin λ, sin φ), where nearest neighbours are nearest in great-
circle distance. 

 Ocean-cluster and basin posiƟons: Cluster posiƟons were the planar mean of lon/lat. For 
clusters crossing the dateline, this was off by up to 54°. Ocean clusters and basins are now 
placed at the spherical mean of their member cells. 

 

3. NormalizaƟon 

 Train vs val/test: For validaƟon and test data, NaNs were filled before normalisaƟon, while for 
training data they were filled aŌer. A missing value was therefore encoded differently 
between the datasets.  

 Standard-deviaƟon floor: Cells with small temporal variability had their standard deviaƟon 
replaced by 1 (below 10 % of the median std), so many low-variability cells were effecƟvely 
leŌ unscaled. The std is now clipped from below at 1 % of the median. 

 Runoff clipping: Runoff was clipped at zero before normalisaƟon to remove unphysical values. 
However, ERA5 inputs are linearly detrended, so this clip set about 59 % of land runoff values 
to zero, which had valid values. It has been removed. 

 

4. Forecast target and inputs 

 The model now predicts deseasonalised TWSA relaƟve to the training-period monthly 
climatology. The climatology is added back to give TWSA in cm. Both reviewers noted that 
keeping the reproduced seasonal cycle can dominate correlaƟon and asked for skill on 
deseasonalised anomalies. This was also the step we proposed as future work in the original 
manuscript. 



 No residual predicƟon: The model used to output an increment added to the last observed 
TWSA, which assumes the next month starts from the current state. When predicƟng the 
deseasonalised TWSA, we remove this residual framing, such that predicƟng a zero output 
corresponds to predicƟng climatology, not persistence of the last input month’s value.  

 ERA5 inputs are deseasonalised as well. We subtract each variable's training-period monthly 
climatology.  

 

5. Architecture and training 

From the correcƟons and adaptaƟons described above, we re-tuned the model on the validaƟon set: 

hidden size 64 → 32; mesh processing layers 2 → 1; LSTM layers 2 → 1; learning rate 5·10⁻⁴ → 2·10⁻³ 
with cosine annealing; 50 instead of 100 epochs; effecƟve batch size unchanged at 16. 

Every configuraƟon is trained with 8 random seeds. We report mean ± std. 

 

6. EvaluaƟon 

 Metrics: All metrics are area-weighted (laƟtude-weighted RMSE, anomaly NSE, anomaly r) 
and reported per lead Ɵme.  

- Anomaly NSE (NSE_anom): Nash–Sutcliffe efficiency with the training climatology as 
the benchmark: NSE_anom = 1 − Σ w (ŷ − y)² / Σ w (C − y)². At each lead, it is pooled 
over all land cells, with area weights w = cos(lat). Climatology gets NSE=0, values 
above 0 mean the forecast beats it. There is no lower bound. 

- Anomaly correlaƟon (r_anom): Pearson correlaƟon between forecast and observed 
anomalies (ŷ − C and y − C). In the per-lead tables it is computed per cell and then 
averaged with area weights; as per-basin score it is computed on area-weighted 
basin-mean series. 

- Skill score (SS_ref): SS_ref = 1 − RMSE_model / RMSE_ref, where the reference is 
either the training climatology (SS_clim) or anomaly persistence (SS_pers). Anomaly 
persistence means the climatology plus the anomaly of the last input month, held 
constant over all six leads. A posiƟve value means the model is closer to the 
observaƟons than the reference, 0 means it does as well, and 1 is a perfect forecast. 
 

 Baselines and ablaƟons: 
- Added anomaly persistence baseline: last input anomaly is carried forward 

unchanged and added to climatology for each lead Ɵme. 
- the ConvLSTM baseline gets the same data and target changes; 
- new ablaƟons: removing ocean nodes, removing ERA5 data from the inputs, 

removing message passing between graph nodes. 

 

 


