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General note on the revised performance measurements
During the revision, we found that the performance measurements reported in the discussion 

manuscript had been obtained with an earlier version of the code that still contained an unnecessary 

merge-sort operation. This operation was removed later during the prefix-scan analysis, but the 

correction had not been reflected in those earlier performance measurements. The operation does 

not affect the physical results, but its removal results in a measurable improvement in computational 

performance. We therefore repeated the performance measurements so that the revised results 

consistently correspond to the corrected implementation.

The repeated measurements show an improvement in absolute performance of approximately 20–

30% for the representative GPU cases. Because this improvement is not uniform across resource 

counts, some scaling efficiencies also change. In particular, the strong-scaling efficiency at the largest 

GPU scale changes from the previously reported value of approximately 85% to approximately 70%, 

while the weak-scaling efficiency at the largest scale is approximately 80%. We have therefore revised 

the corresponding performance claims, figures, tables, and discussion throughout the manuscript.

For the repeated scaling measurements, we also adopted a consistent measurement and convergence 

procedure. The reported time per time-integration step is the maximum evolve time over all MPI 

ranks, corresponding to the parallel critical path. Warm-up steps are excluded from the statistics. 

The stability of each measurement window is evaluated from the difference between its first and 

second halves and from the temporal trend, with 3% used as the convergence criterion. Longer 

measurement intervals are used for a small number of large-scale cases when needed to satisfy the 

same criterion.

All performance values and quantities derived from them in the revised manuscript have been 

updated using these repeated measurements.

Responses to individual comments
We thank the referee for the careful review and constructive comments. We have addressed each 

comment below and revised the manuscript accordingly.

Comment 1

Please check the manuscript for typos and language issues. For example, in the abstract, “model 

implemented in Julia language” should be “model implemented in the Julia language”.

Response: We agree with the suggested correction.

Changes in manuscript: We have corrected the phrase in the abstract and performed a general 

language revision throughout the manuscript.

Comment 2

Please use well-known names of equations, e.g., incompressible Navier-Stokes equations when 

introducing (1)-(2).



Response: Equations (1) and (2) are the incompressible Navier-Stokes equations.

Changes in manuscript: We have identified Eqs. (1) and (2) explicitly as the incompressible 

Navier-Stokes equations.

Comment 3

Is the density 𝜌 assumed to be constant in (2)?

Response: The fluid density is assumed to be constant.

Changes in manuscript: We have stated explicitly, when introducing the governing equations, 

that the fluid density is constant.

Comment 4

Line 78: There are many two-stage, second-order Runge–Kutta methods. Please specify which 

one is used in the manuscript.

Response: The explicit midpoint method is used for both the fluid and particle equations. It uses 

a half-step first stage followed by a full-step update.

Changes in manuscript: We have specified explicitly that the explicit midpoint method is used 

for both the fluid and particle equations.

Comment 5

Page 3: Please provide a (brief) discussion of why you chose the numerical discretizations as 

you did.

Response: The numerical methods used in LCS.jl were intentionally inherited from the original 

LCS framework so that the Julia implementation retains the established numerical formulation of 

the original model.

These methods were originally selected with large-scale parallel computation in mind. The finite-

difference formulation relies primarily on local stencil operations and therefore requires only 

neighboring-subdomain communication for the spatial discretization. The conservative formulation 

of the advection term also preserves the appropriate discrete conservation properties. In addition, 

the Reduced Communication Forcing method retains large-scale spectral forcing while reducing the 

global communication required for its evaluation.

Onishi et al. (2011) compared the finite-difference/RCF formulation with a spectral formulation 

and showed comparable turbulence statistics while reducing the communication required for parallel 

computation.

Changes in manuscript: We have added a brief rationale for the numerical discretizations and 

cited the relevant previous work, including Onishi et al. (2011).

Comment 6

Please provide concrete references for the parameter values you chose, e.g., the kinematic viscosity 

𝜈 in line 70 and the particle response time 𝜏𝑝 etc. in lines 95ff.

Response: The parameter values and particle-response-time formulation follow the original LCS 

formulation of Onishi et al. (2015). In that study, the kinematic viscosity 𝜈 = 1.5 × 10−5 m2/s and 



the particle-to-fluid density ratio 
𝜌𝑝
𝜌 = 8.43 × 102 are specified for air and water at 1013 hPa and 

298 K, and the particle response time is defined as

𝜏𝑝 = (2
9
)(

𝜌𝑝

𝜌
)𝑟2

𝜈
.

We have cited Onishi et al. (2015) explicitly where these parameters are introduced. The reference 

to Rowe and Henwood (1961) for the nonlinear drag correction has been retained.

Changes in manuscript: We have cited Onishi et al. (2015) where the physical parameters and 

particle response time are introduced, while retaining the reference to Rowe and Henwood (1961) 

for the nonlinear drag correction.

Comment 7

Sections 3.2.2 and 3.2.3: Julia code is compiled just ahead of execution. Do the performance 

comparisons include compilation time? What is the overhead of compilation (likely parallel, 

performed on each rank instead of just once in traditional compiled languages)? The last question 

is particularly interesting for Section 3.2.4, in particular for increasing number of MPI ranks.

Response: The reported steady-state performance measurements exclude JIT compilation by 

discarding the warm-up interval.

We also quantified the first-step compilation overhead separately. We define 𝑇first as the wall-clock 

time of the first evolve call and 𝑇prod as the converged production time per step, and estimate the 

one-time overhead as

𝑇first − 𝑇prod.

This timing covers compilation occurring during the first evolve call. It does not include process 

creation, MPI launcher startup, or other runtime initialization performed before that call.

The measured overhead was approximately 4.6–5.8 s for the multi-process CPU cases and 12.0–

13.4 s for the GPU strong-scaling cases. For the GPU cases, the critical-path overhead remained 

approximately constant from 8 to 256 GPUs rather than increasing in proportion to the number of 

MPI processes.

Changes in manuscript: We have added the JIT-overhead definition and the measured overhead 

separately from the steady-state performance results.

Comment 8

Please also provide some scaling results from serial to a full node and the baseline used for the 

scaling results shown in the manuscript.

Response: We performed an additional fixed-size intra-node CPU strong-scaling measurement 

using 1, 2, 4, 8, 16, 32, 64, 96, 128, and 192 physical CPU cores. All reported points satisfied the 

convergence criterion.

The measured speedup was 1.94 at 2 cores and 3.42 at 4 cores, corresponding to parallel efficiencies 

of 97.1% and 85.4%, respectively. The speedup reached 69.0 at 192 cores, corresponding to one 

complete node.

Changes in manuscript: We have added the intra-node CPU strong-scaling results and stated 

explicitly the baseline resource count used for each scaling series.



Comment 9

Please clarify early whether single or double precision is used in the simulations. I assume it is 

double precision (because of line 195), but it would be good to state this concretely.

Response: All simulations and performance measurements in this study were performed in double 

precision.

Changes in manuscript: We have stated near the beginning of the Methods section that all 

simulations and performance measurements use double precision.

Comment 10

Since nearly all the results use the same kind of hardware and performance portability is 

emphasized strongly already in the abstract, please provide some performance results on different 

architectures (AMD GPUs etc.).

Response: We performed an additional particle-solver benchmark using both the CUDA and 

AMDGPU backends.

For problem sizes of 128, 192, 256, and 384, the AMDGPU-to-CUDA execution-time ratios were 

1.22, 1.36, 1.49, and 1.53, respectively. All measurements satisfied the convergence criterion. Thus, 

the measured performance on the two GPU platforms differs by approximately a factor of 1.2–1.5 

and remains of the same order.

The comparison is intended as a portability test rather than a detailed vendor-to-vendor hardware 

comparison.

Changes in manuscript: We have added the CUDA/AMDGPU particle-solver benchmark as an 

additional portability test on a different GPU architecture.

Comment 11

It is great that the code has been published under an open-source license. However, the repository 

contains just a single commit. Thus, it is unclear whether the community will benefit from (likely 

to be anticipated) further developments. Moreover, the code documentation should be improved. 

For example, the manuscript highlights Parallel.foraxes in Listing 1, which cannot be found when 

searching the documentation of the repository.

Response: The single visible commit results from releasing the public repository as a squashed 

snapshot; it does not indicate that development has stopped. Development of LCS.jl is continuing.

Changes in manuscript: We have expanded the repository documentation to describe the config

uration workflow, backend selection, and Parallel.foraxes, and clarified the distinction between 

the archived publication version and continuing development.
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