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Abstract. We present a hybrid probabilistic-geometric framework that integrates probabilistic earthquake statistics with large-

scale ray-tracing simulations to efficiently map global coastal tsunami exposure. Utilizing a catalog of historical tsunamigenic

events and the Gutenberg-Richter relation, we derive probabilistic weights for 9,000 rays released across potential fault zones.

The simulated ray pathways reveal persisting bathymetry-driven energy convergence patterns that govern far-field coastal fo-

cusing and shadowing. The geometric framework’s predictive power is demonstrated using the 2025 M8.8 Kamchatka Penin-5

sula earthquake and the 2011 M9.0 Tohoku-oki event. Validation against these events utilizes phase-corrected FUNWAVE-TVD

simulations and in-situ DART observations. The resulting ray-based coastal focusing patterns display strong qualitative and

quantitative spatial agreement (e.g., Spearman’s ρ= 0.66 and ρ= 0.63, respectively) with the transoceanic maximum wave

amplitudes from the high-fidelity FUNWAVE-TVD model. This agreement confirms the hybrid probabilistic-geometric ap-

proach as a scalable and computationally efficient tool for rapidly identifying transoceanic focusing potential and prioritizing10

coastal regions for high-resolution exposure assessment, mapping relative geometric convergence.

1 Introduction

Transoceanic tsunamis, typically generated by large-magnitude megathrust earthquakes in subduction zones, represent one of

the most far-reaching and destructive natural hazards to coastal populations worldwide. As these long-wavelength waves tra-

verse entire ocean basins, their energy does not disperse uniformly. Instead, the complex three-dimensional structure of ocean15

bathymetry, comprising mid-ocean ridges, fracture zones, seamount chains, continental shelves, and deep-ocean trenches, acts

as an intricate system of refractive lenses. This bathymetry-driven refraction can channel, redirect, and sometimes trap tsunami

rays, producing regions of pronounced geometric focusing. The resulting distribution of tsunami energy at landfall is highly

heterogeneous: some coastlines, even thousands of kilometers from the source, experience severe and often unexpected wave
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amplification, while other areas may remain largely unaffected, forming classical shadow zones. This basin-scale sensitivity to20

bathymetric structure highlights the need for reliable tools capable of resolving the principal ray pathways that govern far-field

tsunami exposure, especially given that these spatially variable pathways originate from the heterogeneous source distribu-

tion shown in Figure 1a. While tsunamis can be triggered by non-seismic sources such as submarine landslides or volcanic

eruptions, the vast majority of basin-wide events are generated by submarine earthquakes, which account for approximately

80% of all recorded damaging tsunamis (Davies et al., 2018; Behrens et al., 2021). Non-seismic tsunamis, although poten-25

tially devastating in the near-field, typically involve more localized sources that produce shorter-wavelength waves. These

waves are more susceptible to frequency dispersion, causing their energy to decay more rapidly with distance and limiting

their far-field significance (Løvholt et al., 2008; Torsvik et al., 2021). For this reason, the present study focuses exclusively on

the far-field propagation of seismically generated tsunamis. To specifically isolate the influence of ocean basin geometry, rays

are intentionally released in the oceanward direction. Shoreward-directed waves are purposely excluded, as their propagation30

is predominantly governed by local near-source complexities rather than basin-scale topography. This directional constraint

not only isolates the transoceanic focusing mechanics but also allows for the use of a coarser computational mesh optimized

for deep water. Therefore, this framework is designed to guide decision-making for rapid, basin-scale transoceanic exposure

assessment and to prioritize distant coastlines for computationally intensive nearshore modeling (run-up and inundation). Con-

versely, the method is explicitly not suitable for assessing non-seismic events due to their dispersive nature, leaving site-specific35

inundation mapping and local evacuation planning to specialized near-field hydrodynamic tools.

Given the strong influence of bathymetric refraction on transoceanic tsunami propagation, evaluating basin-scale conver-

gence traditionally relies on full numerical models, which become computationally prohibitive for large scenario ensembles.

Alternatively, geometrical-optics methods (ray-tracing) capture dominant bathymetric refraction at a fraction of the compu-

tational cost. Foundational studies (Satake, 1988) demonstrated that tsunami rays accurately reconstruct principal pathways.40

More recently, Tehranirad et al. (2015) benchmarked ray-tracing against high-resolution dispersive models (FUNWAVE-TVD),

finding strong spatial correlation between ray convergence and maximum surface elevations. Since seismically generated

tsunamis are dominated by the non-dispersive shallow-water approximation over transoceanic distances, the ray-tracing method

serves as a robust proxy for rapid scenario screening and global-scale seismic tsunami exposure assessment.

However, identifying the pathways of geometric focusing represents only one component of the broader exposure assess-45

ment problem. A realistic global exposure assessment must also reflect the inhomogeneous recurrence rates of tsunamigenic

earthquakes across subduction systems. Early ray-based studies were inherently deterministic, typically initiated from a single,

hypothetical earthquake source. Such simplified treatments do not capture the full range of seismic variability across global

subduction systems and therefore cannot produce a comprehensive or realistic depiction of global tsunami exposure. Modern

hazard assessments must confront two key challenges: (1) the probabilistic nature of earthquake occurrence across distributed50

and heterogeneous source zones, and (2) the computational scalability required to evaluate tens of thousands of plausible rup-

ture scenarios. This latter requirement motivates the use of Probabilistic Tsunami Hazard Assessment (PTHA), a framework

that quantifies risk by estimating the exceedance probabilities (or return periods) of tsunami intensities at specific locations.

PTHA couples statistical models of earthquake recurrence, often based on the Gutenberg-Richter relation, with numerical or
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analytical models of tsunami generation and propagation. Comprehensive reviews such as Grezio et al. (2017) and global as-55

sessments like Davies et al. (2018) outline how PTHA can be applied at regional to global-scales by integrating multiple source

zones to construct hazard curves and probability maps.

To address this methodological gap, we introduce a hybrid probabilistic geometric modeling framework that couples classical

ray-tracing with earthquake probability statistics to produce a fast, scalable, and scientifically robust global exposure mapping

tool. Our approach integrates Gutenberg-Richter–based frequency–magnitude relationships with large-ensemble ray-tracing60

simulations, enabling efficient evaluation of far-field tsunami exposure while retaining the essential bathymetric controls. In

our implementation, 9,000 rays are released from candidate fault segments worldwide, each ray assigned a probabilistic weight

(representing the annual rate, λ) derived from local and regional seismicity rates. It is important to clarify that in this framework,

λ serves strictly as a source weighting factor to modulate the relative density of the ray field; it does not represent a direct

probability of coastal amplitude exceedance. This approach allows us to rapidly quantify coastal energy convergence and65

identify global tsunami hotspots most susceptible to long-range focusing, while providing a probabilistic interpretation of

exposure consistent with modern hazard assessment standards.

This paper is organized as follows. Section 2 presents the Probabilistic Tsunami Exposure Assessment methodology. His-

torical seismological data are analyzed to map the spatial distribution of tsunamigenic sources and to estimate their return

periods for earthquakes exceeding magnitude 7.4. Section 3 introduces the wave ray-tracing method, based on the principles70

of geometrical optics. This approach simulates tsunami propagation paths from the identified source regions, with the resulting

ray patterns revealing how ocean basin geometry and bathymetric refraction generate zones of energy focusing and shadowing.

These patterns provide a first-order assessment of regional tsunami exposure. Section 4 presents a validation case study of the

M8.8 Kamchatka Peninsula earthquake. It begins with a high-fidelity Boussinesq-type simulation using the FUNWAVE-TVD

model, hereafter referred to as FUNWAVE, to compute tsunami wave amplitudes. Next, the ray-tracing model is applied to75

predict tsunami energy convergence zones (focal points) for the same event. The resulting numerical simulations are compared

against in-situ observations to assess both the accuracy of the ray-tracing predictions of focal zones and the wave heights sim-

ulated by FUNWAVE. Section 5 extends this verification framework by applying the combined ray-tracing and hydrodynamic

models to the 2011 M9.0 Tohoku-oki tsunami as a secondary validation case. Finally, Section 6 summarizes the findings and

provides concluding remarks.80

2 Probabilistic Tsunami Exposure Assessment

To create a spatially variable weighting scheme for tsunami sources, a simplified recurrence-weighted exposure screening was

conducted (Grezio et al., 2017). The process is based on deriving earthquake recurrence parameters from a historical catalog

NGDC/WDS (2024) of tsunamigenic events and applying these parameters to a set of discrete source points along known

and potential earthquake zones. The final output is the mean annual rate of occurrence for earthquakes, which serves as a85

quantitative weight for the subsequent ray-tracing model.
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Figure 1. (a) Historical tsunamigenic earthquakes based on �1600 events from �500 BCE to 2025. The colormap indicates event magnitude

(Mw); (b) Spatial density plot (heatmap) showing earthquake clustering, calculated with a 400 km radius of influence; (c) Histogram of

historical events per decade since 1500, with bars color-coded by event magnitude. The vertical red line at 1965 marks the start of modern

event records used in this study; (d) b-value estimate, showing the Gutenberg–Richter model fit (red line) to historical data since 1965 for

events of magnitude �7.4. Basemap created with Natural Earth data.
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The historical catalog comprises approximately 1,600 global events. Figure 1a illustrates the spatial distribution of these

events, where color indicates the magnitude of tsunamigenic earthquakes recorded from 500 BC to 2025. Panel b shows the

occurrence rate, while panel c presents the decadal histogram color-coded by magnitude. The establishment of the World-Wide

Standardized Seismograph Network (WWSSN) in 1965 is marked by a vertical red line.90

2.1 Gutenberg–Richter Recurrence Relationship

The frequency-magnitude distribution of earthquakes is modeled by the Gutenberg–Richter (G-R) law:

log10(N) = a� bM (1)

where N is the cumulative number of earthquakes with a magnitude greater than or equal to M . The parameter b describes the

relative proportion of small to large earthquakes, while the a-value represents the overall seismic productivity of a region.95

To determine a stable b-value, the catalog was filtered to include only the modern instrumental period (1965 onward),

corresponding to the establishment of the World-Wide Standardized Seismograph Network (WWSSN). The Magnitude of

Completeness (Mc) was initially assessed using the Maximum Curvature (MAXC) method (?), which defines the completeness

threshold by identifying the maximum value of the first derivative of the frequency-magnitude curve. For this dataset, the raw

MAXC peak occurs at Mw = 7.05. However, because raw MAXC estimates frequently fall within the catalog’s detection roll-100

over region and can therefore underestimate true completeness, we adopted a conservative operational threshold of Mc = 7.4.

We emphasize that this threshold represents a modeling choice to ensure absolute catalog completeness rather than an exact,

immutable catalog property. To ensure robustness, we evaluated the stability of the estimated b-value over nearby completeness

thresholds (e.g., Mc = 7.3 to 7.5), confirming that the principal basin-scale recurrence patterns are not materially altered. Based

on the resulting complete subset of 212 events, a b-value of 1.05�0.07 was calculated using the Aki–Utsu maximum likelihood105

estimator (Figure 1d), where the standard error is given by σb = b/
p
N (Aki, 1965; Utsu, 1965).

A Magnitude of Completeness (Mc) of 7.4 was mathematically determined using the Maximum Curvature (MAXC) method,

identifying the point of maximum first derivative in the frequency-magnitude curve. Based on the resulting subset of 212 events,

a b-value of 1.05�0.07 was calculated using the Aki–Utsu maximum likelihood estimator (Figure 1d) (Aki, 1965; Utsu, 1965).

This value is consistent with the global average (b= 1), indicating a robust fit (Frohlich and Davis, 1993).110

2.2 Spatial Seismicity Rate Estimation

For the sake of applicability, a polygonal curve Γ(Lat,Lon) was first defined to pass through the historical epicenters, rep-

resenting both known and potential earthquake zones. The curve Γ was constructed by interpolating through the historical

epicenters and aligning with major subduction interfaces and fault boundaries identified from global tectonic maps.

The continuous curve Γ was constructed by tracing the major tsunamigenic fault systems and subduction interfaces globally,115

discretizing this path into 10 km intervals. To account for the spatial scatter of historical earthquakes, epicenters located within

a [400] km search radius were orthogonally projected onto the nearest segment of this curve before applying the 1D Gaussian

smoothing.
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To account for spatial variability in historical seismic occurrence (Figure 1b), a spatially varying a(Γ) value was derived

using one-dimensional Kernel Density Estimation (KDE) along the along-trench coordinate Γ. This approach mitigates data120

sparsity by smoothing the influence of historical events over their surrounding segments. A Gaussian kernel f(Γ) was applied

at the projected 1D location (Γi) of each event:

f(Γ) =
1

σ
p
2π

e� (Γ−Γi)
2

2σ2 (2)

While near-field inundation modeling requires resolving complex 3D fault geometries, basin-scale transoceanic exposure

screening is predominantly governed by macro-scale, along-trench variations in seismic productivity (Scourse et al., 2018).125

Therefore, this dimensional reduction to a 1D longitudinal projection is an established methodology for macro-scale hazard

analysis (Scourse et al., 2018). A smoothing bandwidth of σ = 500 km was selected to satisfy established empirical scal-

ing laws for subduction interface earthquakes. Because great megathrust events (Mw � 8.5) are restricted by down-dip width

saturation at approximately 200 km, their ruptures are forced to propagate longitudinally (Allen and Hayes, 2017). Estab-

lished length-scaling relations indicate that the characteristic along-strike rupture length for Mw 8.8–9.0 earthquakes spans130

roughly 440–588 km (Blaser et al., 2010; Allen and Hayes, 2017). The 500 km KDE bandwidth therefore physically scales the

probability density to match realistic rupture extents, eliminating the severe epicentral over-fitting that occurs with narrower

bandwidths. A quantitative statistical evaluation (Figure A1) confirmed that spatial variance stabilizes at this 500 km threshold,

while the macro-scale spatial clustering remains stable and independent of the selected bandwidth (r > 0.95). This curve was

subsequently normalized to match the total observed annual rate of events above Mc from the modern catalog, so that local135

variations do not inflate regional seismic productivity, producing an absolute annual rate density for each source point.

The final weight assigned to each source point i is its total annual rate of significant tsunamigenic earthquakes (M � 7.4),

calculated by applying the spatially determined a(Γ) from the KDE to the Gutenberg-Richter relationship and integrating over

the relevant magnitude bins. This yields a single representative annual rate, λ, which serves as the input likelihood for the

tsunami ray-tracing models. The corresponding exposure map, showing the average return period T = 1/λ, is presented in140

Figure 2.

The resulting exposure map reveals significant spatial heterogeneity in earthquake recurrence. The Kuril-Kamchatka and

Japan Trenches in the northwest Pacific, alongside the Peru-Chile Trench in the southeast, emerge as the most seismically

active source zones, exhibiting return periods between 100 and 1,000 years (red to orange segments). This creates a dominant

’exposure dipole’ across the Pacific Basin. Additionally, the Aleutian Trench and the Sumatra-Andaman subduction zone show145

high recurrence rates, highlighting them as critical sources for transoceanic tsunami generation. In contrast, mid-ocean ridges

and transform boundaries generally exhibit longer return periods (blue segments), reflecting their lower potential for generating

large tsunamigenic displacements.

In this study we adopt a recurrence-based weighting, though we also examined whether magnitude-energy formulation

would alter the resulting coastal exposure patterns. Using the same magnitude bins between M = 6.5 and 9.5, we computed150

an annualized energy metric Λj for each segment j by multiplying each bin’s rate by E(M)/ 101:5M and summing across

bins. However, since the PTHA implementation employs a single regional b-value and the same magnitude range for all source
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