Reply to RC1: 'Comment on egusphere-2025-425', Basil Kraft

We thank the referee for a detailed evaluation of the paper. In this document we address the
comments, questions and suggestions posted by the referee. Please find the referee remarks in

blue and our response in black.
Short summary and highlights

This study evaluates how well LSTMs, both in a standard setup and as part of a hybrid
LSTM/process-based model, generalize to extreme conditions. The authors train their models
on a subset of catchments from the CAMELS-CH dataset. Some experiments also incorporate
CAMELS-US data. They then test the models using extreme precipitation events derived from
extreme value analysis. These events cover 1- to 5-day precipitation totals, with return intervals
ranging from 1 to 300 years. On the hold-out set—a time period excluded from training—the
LSTM significantly outperforms the hybrid model. However, the main focus is on how the

models respond to extreme precipitation inputs.

The experiments reveal a strong saturation effect in the LSTM when exposed to large
precipitation events. In contrast, the hybrid model does not exhibit this saturation and
maintains a quasi-linear response. It predicts higher runoff values for larger precipitation events.
While the LSTM'’s saturation effect has been observed and discussed in prior work, it is
surprising that it fails to predict output values even within the range seen during training. In

practice, this saturation occurs at levels lower than the theoretical maximum.

The study highlights a major limitation of the widely used LSTM architecture in hydrological
applications. The findings raise concerns about whether LSTMs are suitable for extreme event

prediction.



Major remarks

1. | see potential for making the study much more impactful by testing solutions for the
saturation effect. The authors speculate a lot in the discussion, and | was a bit disappointed that
these ideas were not tested. However, | respect the authors’ decision to not include further

analysis. | do not insist on further experiments, but | would find them very interesting.

Response: We agree that testing potential solutions is indeed essential. We have actively
pursued this approach, although we acknowledge that this was not clearly communicated in our
manuscript. Furthermore, we have tested several strategies, albeit with limited success. These
strategies included training the model on an additional dataset, in this case CAMELS-US
(discussed in the paper), modifying the objective function used to train the LSTM and altering
the LSTM activation functions by replacing the hyperbolic tangent function. Regarding the
modified objective function, we tested a weighted loss function (Eg. 1), in which the first term
represents the mean squared error for the training batch, as originally proposed by Kratzert et
al. (2019). The second term emphasizes the maximum squared residual by a weighting factor of
(as introduced by Tanrikulu et al. 2024). We retained the same hyperparameters as listed in
Table 1 of our study. In terms of overall model performance, this modified LSTM performed
(somewhat expected) worse than our original model, yielding a median test NSE of 0.76
compared to 0.84 for the original LSTM. Nevertheless, we observed an improvement in the
theoretical prediction limit, which increased to 100.20 mm d™' from 70 mm d™". For the events
depicted in Figure 2 of our manuscript, Table 1 summarizes the observed improvements from
our 1-day design experiment with an annual return interval (ARI) of 300 years. Despite these
incremental improvements, the proposed strategies did not resolve the saturation issue, and

unfortunately, addressing this issue led to a compromise in overall model performance.

MSE® = MSE + k(max((obs — sim)z)) wa-



Table 1: Comparison of 1d experiment results for an ARI of 300y for the test catchments using
LSTM trained with a modified objective function (Eq. 1)

Catchment Prediction for 1-day design experiment at ARl 300-year (mm d™")
Original LSTM from study LSTM with modified objective function

Andermatt 48 52

Pollegio-Campagna 43 46

Magliaso-Ponte 60 67

In another strategy, we replaced the hyperbolic tangent activation function in Eq. D6 of our
study with a softplus activation function, as the latter does not saturate. However, this
modification resulted in unstable model training, preventing us from further pursuing this
approach. These findings motivated us to discuss the xLSTM model in greater detail in our
manuscript. Specifically, the sLSTM variant of the xLSTM replaces the sigmoid activation
functions (of the input gate) with exponential functions, allowing the model to update its
internal states more effectively when new information is available in the inputs. However, this
modification requires the introduction of a stabilizer within the xLSTM architecture, which
essentially acts as a regulator to maintain training stability. This stabilizer too saturates and as a
result, the sLSTM is also not able to predict floods that are beyond the range of the training

data.

In our revised manuscript, we will explicitly document and discuss these findings. We will clearly
emphasize that we have tested these ideas and update the discussion accordingly. We shall add
results from simulations with the replaced activation function, the new loss function, and the

training outcomes involving the sLSTM in an Appendix.

2. The hybrid model receives 730 days of input, while the LSTM only receives 365 days. The
authors argue that the hybrid model needs the additional data for spin-up of the internal states.
This makes sense, but the LSTM also needs to initialize its states. If the LSTM is used in a
many-to-many setup (where the prediction period corresponds to the input period), the

warm-up period should be the same for both models.



Response: In our study, we chose to train the LSTM using a seq2one (many-to-one) approach
and the Hybrid model with a seq2seq (many-to-many) approach, guided by works of Kratzert et
al., 2019 and Acufia Espinoza et al., 2024. As our goal is not a model comparison with respect to
achieving the best overall performance, we decided to stick to the original setups proposed in
the two studies. Nevertheless, due to your comment, we implemented a seq2seq approach for
the LSTM with a sequence length of 730. It does not alter the predictions of the LSTM
significantly, and does not change the nature of the results presented in the study. Given these
considerations, we believe that the choice of training approaches is reasonable, and we will

make this clear in Section 2.4 of the revised study.

3. Why does the hybrid model receive an additional input? | believe the comparison between

the models would be fairer if both models received exactly the same input data. Please clarify.

Response: We fully agree with the referee, that a fair model comparison should ideally involve
identical input data. However, the additional dynamic input, 'pet_sim (mm/d)' (potential
evapotranspiration), is explicitly required by the mass-conserving conceptual component (HBV)
of the hybrid model. The LSTM component, which parameterizes this conceptual part within the
hybrid model, uses exactly the same five dynamic inputs as the stand-alone LSTM. Potential
evapotranspiration is computed using temperature and radiation data via the Penman-Monteith
equation in CAMELS-CH, and we believe that if relevant, the LSTM could probably learn this
relationship. Nevertheless, we appreciate your suggestion and will test an LSTM model receiving
potential evapotranspiration as an additional input. If the performance significantly changes, we

will clearly document and discuss this in the revised manuscript.

4. The synthetic precipitation data is extracted for a selection of catchments within a distance of
2.5 km. If | understand correctly, the model is fed with point observations, while it was trained
on the average precipitation over the catchment area. This could be a source of error. Please

discuss or clarify.

Response: We agree that testing a model, which was trained on catchment-averaged values, for
point values could be a source of error particularly, if our goal would be to actively design

infrastructure or flood defense reservoirs. In our case, however, we want to explore the



behavior of the LSTM when it receives extreme precipitation values that can be beyond the
training data. To that extent, it is of little importance what exact value the extreme precipitation
has, as long as it is physically reasonable for a region and extremes. Additionally as mentioned
in the manuscript, the interpolated maps of extreme precipitation analyses that can be viewed

on the HYDROmaps platform are not shared, as the documentation (Frei and Fukutome, 2022)

mentions the added uncertainty at location other than the gauging stations. This was also
confirmed through personal communication with MeteoSwiss. Consequently, we adopted a
point-value analysis approach in our study, considering stations located within a maximum
distance of 2.5 km from the catchment boundaries. We shall rephrase Section 2.5 of the

manuscript to include the above clarification with respect to the said source of error.

5. 1 would appreciate a brief analysis of the extreme values within the test data. How do the
predictions compare to the observations? If you see the same saturation in the test data, this
would strengthen your argument. It would also rule out that the experimental setup (changing
precipitation but not temperature, etc.) is the cause of the saturation. You mention this in the

discussion (L365-370), and | suggest showing it instead of speculating.

Response: We inspected the LSTM's behavior during the extreme events within the test data
(without altering them by synthetic precipitation inputs). We found that the extent of LSTM
saturation is lesser than that for the synthetic extreme events from our experimental set-up.
However, we agree that this analysis can be informative, and we will include the results in the

revised manuscript.


https://hydromaps.ch/#de/8/46.832/8.190/bl_hds--b04_b0401_precip_60m_2a_0_5v2_0$4/NULL

Minor remarks

Here | list some typos and suggestions for improving clarity:

L6 In the first reading, | did not understand where the 73 mm d™* came from. | suggest clarifying
this, e.g., “ . . show that this limit (which we have calculated for this study to be 73 mm d™) is

below .. .".

Response: Noted to incorporate in the next revision.
L68 “plausible” instead of “possible”?

Response: Noted to incorporate in the next revision.

Sect. 2.1&2.2 The description of the data splitting and how it is used to train the model

(L104-107 and L116-117) is a bit misplaced. | suggest moving it to the Methods section.
Response: Noted and appropriate changes shall be made in the next revision.
L199 Could it be that this is because you use different catchments in your study?

Response: Yes, that could be a reason why the Hybrid model doesn’t achieve the same

performance as the LSTM model. We will add this discussion to the revisited manuscript.
Fig. 2a-c Consider adding the prediction limit also to the top row, also in Fig. 3a-b.
Response: Noted to incorporate in the next revision.

Fig. 3 The second panel should be (b), not (a).

Response: Noted to incorporate in the next revision.

L318 “. .. can lead to motre behavior that is more plausible . ..

Response: Noted to incorporate in the next revision.

L323 “Alternatively, one can also think to directly train for the warranted behavior.” This is a bit

vague. What do you mean exactly?



Response: Thank you for highlighting this statement. We acknowledge it can be difficult to
understand its context here. What we mean is, that apart from simply changing the
objective/loss function, we could also implement other changes in the training strategy which
shall ensure that the trained model doesn’t exhibit the typical LSTM behavior, this study

highlights. We shall revise the statement for better clarity in the next revision of the study.
L351 Since you already speculate: Would using other NN architectures be a solution?

Response: So far, in our experiments, a state-of-the-art transformer model (Liu et al. 2024) too
is incapable of predicting values beyond its training data. However, we are currently working on
further exploring the said model and other neural network architectures for extrapolation in

hydrology.
L363 | suggest replacing “ceteris paribus” with an English term.
Response: Noted to incorporate in the next revision.

L377 The hybrid model coefficients (the outputs of the LSTM) can, in theory, also saturate.

Consider mentioning this, or, even better, calculating the theoretical limits.

Response: We thank the referee for this suggestion. We shall include the theoretical limits for

the hybrid model parameters in the next revision of the study.

L380 Consider making a sentence out of the parentheses. This would make the sentence easier

to read.

Response: Noted to incorporate in the next revision.

Tab. Al Is mean temperature missing in the table, or did you not use it?
Response: mean temperature is not used as a dynamic input to the models.

Tab. C1 Could you add the actual prediction limit (the “design limit”) to the table?

Response: Noted to incorporate in the next revision.



Sincerely,
Sanika Baste, on behalf of all co-authors
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