
The manuscript “Iceberg Detection Based on the Swin Transformer Algorithm and SAR Imagery: 

Case Studies off Prydz Bay and the Ross Sea, Antarctic” introduces the IDAS-Transformer to 

segment Sentinel 1 images into icebergs and background. The authors train and apply this method, 

which is based on a Swin Transformer, to areas adjacent to two Chinese research bases in 

Antarctica and present maps of iceberg concentration, number and area. The results presented look 

encouraging and the fact that the method has already been applied on vessels is great to close the 

gap between science and applications. However, I am missing various details on the method and 

especially on the visual interpretation to follow the paper and to really assess the results. 

We thank the reviewer for the constructive overall assessment and for highlighting the needs for 

more details on the method, and visual interpretation workflow. Based on comments from you and 

other reviewer, we have made the following major revisions, including language improvement, 

terminology updates and corrections, the details on descriptions of visual interpretation, data, 

methodology, and presentation of results.  

Please see below our response (text in red) to each of your comments (text in black) point-by-

point.  

 

General comments: 

1. The introduction and data description sections are not fluent and some sentences are out of 

context – sounds a bit AI generated. Please fix and acknowledge use of AI if applicable  

Response: Thank you for your comments. Some sentences were indeed not so clear and 

ambiguous. We apologize for those technical errors. We have revised these sections accordingly. 

AI was not used to generate the content of this manuscript. However, the machine translation was 

applied to smooth the sentences. We have applied for a professional language service for the 

revised manuscript. 

 

2. The visual interpretation is not explained at all, but forms the basis of all analysis and results 

Response: Thank you for your valuable suggestion. We agree that visual interpretation forms the 

basis of all analysis and results, and we need to provide more details. We have added detailed 

information about visual interpretation. 

Please see below our point-by-point responses to your comments. 

• How did you label the training and evaluation data? 

• The training and evaluation data were labeled manually. Icebergs they usually present as 

relatively bright objects within C-band SAR imagery, particularly at high latitudes 

(Wesche and Dierking, 2012; Evans et al., 2023). The annotation procedure was as 

follows (using Fig. 3 as an example). We first visually identified iceberg and non-iceberg 

areas in the full scene. For each iceberg (for example, the large iceberg in the lower-right 

corner of Fig. 3), we first cropped a minimum-bounding rectangle and then divided it into 

non-overlapping 4 × 4 pixel patches. Patches that were clearly part of the iceberg were 

labelled as “iceberg”. After that, we manually filtered those patches and discarded any 

patch in which the iceberg covered less than 75% of the area. Similarly, rectangular areas 

were selected from the background regions and 4×4 pixel patches were extracted to 

define the non-iceberg.  

• What is the estimated uncertainty of the visual interpretation? 

• The current databases on the distribution of Antarctic icebergs include: Ship-based data 



confined to shipping lanes (Orheim et al., 2023); Low-resolution satellite imagery-based 

databases, published by the National Ice Center (NIC) and Brigham Young University 

(BYU), limited to detect huge icebergs (the longest axis >10 nautical miles); Satellite 

radar altimetry-based databases, like the Altiberg database from the French Research 

Institute for Exploitation of the Sea, confined to open water, struggle in sea ice conditions. 

There is currently no comprehensive iceberg database to be a baseline. The model 

performance is typically evaluated against results from visual interpretation, as has been 

done in most previous studies (Wesche and Dierking, 2015; Karvonen et al., 2021). 

Consequently, we are sorry that we can’t provide an absolute value of the estimated 

uncertainty from the visual interpretation. As Karvonen et al. (2021) note, “unfortunately, 

without additional ground-truth data, we cannot confirm this. Nonetheless, the reader is 

reminded that visual inspection does not recognize all of the icebergs in the area”. 

Notably, all annotations in the datasets were produced by a single experienced annotator 

to keep consistency. 

• Have you checked the areas where only the automated methods detect icebergs to confirm 

that they weren’t just missed visually? It would be nice to include some examples of those 

cases and also of cases where the automated methods miss visually detected icebergs to 

understand the challenges better. 

• Thank you for this very valuable and important suggestion. We totally agree that carefully 

checking the areas where only the automated methods detect icebergs to confirm that they 

weren’t just missed visually is essential. In our experiments, we conducted rigorous 

manual cross-checks. However, visual interpretation has inherent limitation. Despite 

careful rechecking some cases remained ambiguous, where we conservatively excluded 

them from the analysis and results. We will provide some examples of those cases and 

also of cases the automated methods miss visually detected icebergs in the revised 

manuscript. 

• Figure 11 is very good for understanding what is going on. However, I disagree with 

some of the manual interpretation (e.g. the small spike in a, the lower left corner in a, and 

the general shapes in e and f). Please include details on how these ‘ground truth’ data are 

generated and what their uncertainty and limitations are! 

• We thank the reviewer for this comment in Figure 11. The ground truth data were 

generated by manual delineation in LabelMe. This process, while careful, introduces 

inherent uncertainties, due to the challenges of pixel-level delineation and ambiguous 

iceberg boundaries (low-contrast edges) in the imagery. We agree that this uncertainty 

should be noted, and we have revised the manuscript to discuss it. Importantly, the patch 

approach (patch-based datasets) did not limit the ability of our method to learn to make 

precise boundary delineations.  

 

3. The description of the method is unclear 

Thank you for your comments. We acknowledge that the description of the method needs to be 

clearer. We have revised the manuscript to address each of your specific points below. 

• How was the training, validation and test data split up? Using only 4 scenes is very little 

data and the test data should be from an independent scene and time and if the method is 

supposed to be applicable across Antarctica also from a different area. 



• We extracted a total of 30,000 image patches from the 50 SAR scenes, each with 

dimensions of 4×4 pixels. The datasets were split into training and validation sets using 

an 8:2 ratio. The test set consisted of four entirely new Sentinel-1 SAR scenes. We fully 

understand your concern about the test data. In this study, we only test in Prydz Bay and 

the Ross Sea. We acknowledge this limitation regarding generalizability. A 

comprehensive evaluation on diverse scenes from different areas will be a valuable focus 

for our future research.  

We have added the details of the training, validation and test data in Section 2.1: 

SAR images of Prydz Bay and the Ross Sea contain various elements, such as icebergs, 

seawater, and sea ice. To construct the training and validation datasets, we used a total of 

50 Sentinel-1 SAR scenes with HV polarization, covering Prydz Bay and the Ross Sea 

and acquired during 2020–2023. These scenes were categorized into two classes: icebergs 

and non-icebergs (background). Iceberg and non-iceberg annotations were conducted 

manually. Icebergs usually present as relatively bright objects in C-band SAR imagery, 

particularly at high latitudes (Wesche and Dierking, 2012; Evans et al., 2023). We first 

visually identified iceberg and non-iceberg areas in each full scene. For each iceberg (e.g. 

the large iceberg in the lower-right corner of Fig. 3), we cropped a minimum bounding 

rectangle and divided it into non-overlapping 4 × 4 pixel patches. Patches that were 

clearly part of the iceberg were labelled as “iceberg”. After that, we manually filtered 

these patches and discarded any patch in which the iceberg covered less than 75% of the 

area. Similarly, rectangular areas were selected from the background regions and 4×4 

pixel patches were extracted to define the non-iceberg. In total, we extracted 30,000 

image patches from the 50 SAR scenes, each with dimensions of 4 × 4 pixels 

(corresponding to an area of 160 m × 160 m). The datasets were split into training and 

validation sets using an 8:2 ratio. The training set consisted of 12,000 patches labelled as 

icebergs and 12,000 patches labelled as non-icebergs, selected randomly. The validation 

set consisted of 3,000 patches labelled as icebergs and 3,000 patches labelled as non-

icebergs, selected randomly. The models were tested on four AOIs, independent from the 

SAR scenes in the training and validation sets (Table 1). 

• Where do the three channels come from? Isn’t the HV data just one channel? 

• Yes, the HV data is just one channel. We replicated the same HV data three times. This 

operation is needed to adapt the input to the standard Swin transformer architecture. 

Directly modifying the input layer to accommodate a single-channel input would require 

redefining the patch embedding and normalization layers, potentially compromising 

training stability and cross-study comparability. In contrast, duplicating the single-channel 

SAR data across three channels offers a simple and reproducible solution that maintains 

architectural integrity. This strategy has been widely adopted in SAR deep learning 

research (Yu et al., 2021; Zhang et al., 2021).  

• Did you use a land mask? I am surprised that none of the ice shelf got mixed up with 

icebergs. 

• Yes, we used a land mask. Because iceberg detection models can produce high number of 

false alarms caused by strong radar returns from the land. We drew manually local 

Antarctic land boundary and ice shelf boundary based on high solution land boundary 

map in ArcGIS software. We fully understand your surprise for that none of the ice shelf 



got mixed up with icebergs. We indeeed find this situation and we used a land mask to 

separate them manually. 

• How were the hyperparameters optimized? 

• In all experiments, the batch size was fixed at 32. Each model was trained for up to 200 

epochs with an early-stopping patience of 50 epochs. We used the Adam optimizer with 

an initial learning rate of 1×10-³ and applied L2 regularization to mitigate overfitting. 

When the validation loss did not decrease for 25 consecutive epochs, the learning rate 

was reduced by half. Training was automatically terminated once the validation loss 

reached a stable minimum. 

• Where they also optimized for the other two methods? 

• Yes, to ensure comparability, all models (SVM, ResNet18, and the proposed IDAS-

Transformer) were trained in the same computational environment and used identical data 

splits, batch sizes, optimizers, loss functions, and early-stopping criteria. 

• Was a 4x4 patch size best for all? 

• The choice of a 4 × 4 pixel patch size (about 160 m × 160 m on the ground) reflects a 

trade-off. Smaller patches, such as 2 × 2 pixels (about 80 m × 80 m), tend to pick up 

bright sea ice and would likely increase false positives. Larger patches, such as 8 × 8 

pixels (about 320 m × 320 m), would smooth over small icebergs and lower the effective 

detection resolution. The 4 × 4 size balances these two effects. 

• Did you calculate the statistics per pixel or per 4x4 patch? 

• All metrics (precision, recall, F1 score, and kappa coefficient) were computed per pixel. 

The count and area biases were calculated from the connected components of the pixels.  

In our IDAS Transformer model,  the 4×4 patch size is only used for token embedding 

inside the encoder. 

 

4. The results could benefit from restructuring, more details on the performance and a discussion 

of the limitations 

Thank you for your valuable suggestion. We agree that the results need to be improved, 

particularly in the structure, performance details, and discussion of the limitations. We have 

revised the manuscript to address each of your specific points below. 

• I would first compare the three methods and then apply the best performing one, so I 

suggest starting with section 3.4 and 3.5. This might require some reshuffling of the text 

within the sections, but makes more sense to me. 

• Thank you for this valuable suggestion. We moved Section 3.4 and 3.5 prior section 3.3 

Application cases. The order of figures is updated accordingly. 

• You only mention how many icebergs were identified and how many more these were 

compared to visual interpretation. It would also be useful to know how many of the 

visually detected icebergs were missed and how many of the automatically detected ones 

are missing from the visual interpretation. 

• Thank you for your valuable suggestion again. We totally agree that providing these 

statistics can make the results more interpretable. Currently, we only have pixel-level data, 

including true positive (TP), false positive (FP), true negative (TN), and false negative 

(FN). We will further calculate how many of the visually detected icebergs were missed 

and how many of the automatically detected ones are missing from the visual 



interpretation in the updated manuscript. 

• The maps of iceberg concentration, number and area are a nice idea. Could you please 

also comment on the limitations due to the time gaps between Sentinel-1 overpasses, 

whether you suggest using NRT data, how long the algorithm takes to run on each scene 

and how far you expect the icebergs to drift between overpasses or between the 

acquisition and the generation of the maps? 

• Thank you for your positive feedback. Satellite imaging and processing may inevitably 

result in temporal gaps (up to 1–2 days). These gaps may generate iceberg displacements, 

especially for freely drifting icebergs in the open ocean. In the packed ice zone, the 

iceberg displacement was small (Lichey et al., 2001). It is an issue for providing iceberg 

data to mariners. Furthermore, temporally sparse might be challenging about multi-

temporal analyses and meltwater simulations. As a result, it is essential to incorporate 

satellite-based iceberg detection with an iceberg drift model. Barbat et al. (2021) detected 

and tracked icebergs using Advanced Synthetic Aperture Radar (ASAR) satellite images 

in the Weddell Sea region, Antarctica. They reported that the majority of the tracked 

icebergs drifted westward around the Antarctic continent, following the Antarctic Coastal 

Current (ACoC) and the Weddell Gyre, at an average drift speed of 3.6 ± 7.4 km day−1 

(Barbat et al., 2021). Koo et al. (2023) showed that, in the Amundsen Sea case study, 

most icebergs move westward with a speed of <0.2 km/day, while exhibiting large 

variability in drifting direction. The motion of the D28 giant tabular iceberg that calved 

from the Amery Ice Shelf is characterized by means of a multisensor time series (Liu et 

al., 2021). With a time sampling of four days, they found that the D28 iceberg drifted with 

a maximum velocity ranging from 0.4 up to 3.9 km/day (Liu et al., 2021). The drift of an 

iceberg is an extremely complex problem since it is associated with the surrounding ocean 

current, sea ice concentration, sea ice drift, wind direction, and speed. We are sorry that 

now we do not have a quantitative estimate of how far an iceberg can move between 

overpasses or between the acquisition and the generation of the maps. We are grateful for 

this question. We reviewed several studies that track iceberg motion using multi-temporal 

SAR imagery and learned some relevant and impressive content. This significantly 

broadens the scope of application for our method. We have conducted experiments before 

that one new scene (400 km ×400 km) can be downloaded, preprocessed, and icebergs 

identified in less than 1.5 hours on a single NVIDIA GeForce RTX 3090ti GPU (24 GB 

memory) using Python 3.8 and TensorFlow. Thus, our method has the potential to provide 

a NRT processing chain for iceberg detection. 

 

Detailed comments: 

L16: not just grounded? 

Response: To alter local ocean stratification conditions, the grounded icebergs played a major role.  

 

L20-22 this sounds like you apply all three methods consecutively rather than for comparison. 

Response: The revised the sentence reads: “We compared the IDAS-Transformer with a support 

vector machine (SVM) and a residual network (ResNet18) across four synthetic aperture radar 

(SAR) scenes acquired over Prydz Bay and the Ross Sea, which represented a landfast ice zone, a 

drift ice zone, and open ocean.”  



 

L23 delete an, also the in L97 

Response: “an” was removed, “the” remains.  

 

L51 carving or calving? 

Response: This is a typo error. “calving” was used in the revised manuscript. 

 

L62 What do you mean by this? 

Response: This means one limitation of optical satellite. To be clearer, we have revised the 

sentence. 

Revised version: “Additionally, distinguishing ice from snow based on optical satellite observation 

may be difficult.” 

 

L64 the pdf of what? 

Response: The pdf refers to the probability density function used to define the CFAR threshold. 

We consider that the original sentence is imprecise and misleading. To avoid confusion, we have 

revised the text to “Lane et al. (2002) generated probability of detection curves to illustrate the 

capabilities of the SAR for the detection of icebergs.” 

 

L65, 68 replace classification with extraction, segmentation or detection. 

Response: Thank you for your suggestion. We use “detection” to replace “classification” 

accordingly.  

 

L66 Context of this sentence? The previous one is on SAR, now you talk about altimetry 

Response: Thank you for your careful correction. We agree that this sentence is “out of blue” 

without proper context. We have removed this sentence regarding altimetry. 

 

L110, 111 translation error or AI generated? European Earth does not exist 

Response: This is an error. It should be “Copernicus Earth Observation Program”. 

 

L125 Why did you not add June to really cover all seasons? 

Response: Thank you for your insightful comments. Our goal was to ensure that testing data 

include scenes with diverse sea ice conditions and concentrations ranging from high to low, to 

enhance the model’s robustness and generalization. So, we did not control intentionally for 

seasonality variation in this sampling process. In addition to, we have clarified this sampling 

design in the revised manuscript (L138-140). We have also clarified the discussion part in the 

revised manuscript (L522-528) that we did not directly evaluate the effect of seasonality on our 

classifier and admit this when drawing comparison with other studies. 

L138-140: 

The AOIs were selected to represent a gradient of sea ice conditions—from landfast ice (SIC = 

75%) to high-concentration ice floes (SIC = 73%), low-concentration ice floes (SIC = 21%), and 

open water (SIC = 0%). This selection design is to capture diverse sea ice conditions and we did 

not control for seasonality. 

L522-528: 



In addition to Mazur et al. (2017), Evans et al. (2023) explicitly evaluated the effect of seasonality 

on classifier performance. Their results showed that classifier performance varied seasonally, 

being best in Winter and Spring and worst in Summer and Autumn (Evans et al., 2023).  While 

some studies controlled for seasonality, Young et al. (1998) used only winter months images and 

the recent work of Chen et al. (2025) focused on October-only data. However, in our study, the 

sampling design did not directly evaluate the effect of seasonality on our classifier. In future work 

applying our method to an independent assessment of the effect of seasonality, more robust model 

will be developed to inform the estimation of seasonally varying uncertainties. 

 

L143 By AMSR2 you mean the University of Bremen product? 

Response: Yes, it was mentioned two lines above (L140). For compactness, we modified to: “In 

this work, the average AMSR2 SIC in the four areas of interest were 75%, 73%, 21%, and 0%, 

respectively, corresponding to a landfast ice area, a floe ice area with a high ice concentration, a 

floe ice area with a low ice concentration, and an ice-free area.”  

 

L147 Are you using 4 or 50 scenes? What time or area do they cover? 

Response: We used 50 scenes to create training and validation datasets. They were acquired during 

2020–2023, covering Prydz bay and the Ross Sea. While we used another independent 4 scenes to 

test. They were acquired during 2023, covering Prydz bay and the Ross Sea. The detailed 

information regarding the four scenes (test data, or AOI1-4) are presented in Table 1. 

 

L153 How do you annotate patches that are half or partly covered by an iceberg? 

Response: For patches that contained only part of an iceberg, we removed any patch where the 

iceberg covered less than 75% of the patch area. 

 

L156 Are these new scenes? What time and area do they cover? 

Response: Yes, these scenes are new and don’t include the four test scenes. They were acquired 

during 2020–2023, covering Prydz bay and the Ross Sea.  

 

Fig 3 Why are the several background labels not merged into one? They should be connected? 

Response: Figure 3 is showed for taking an example of which features we labeled or sampled as 

icebergs and non-icebergs. We plot only a few sampled background points (not the full 

background mask) to keep the map readable. The training and validation datasets we made were 

patch-level (4×4 pixels). 

 

Fig 4 It looks like the background is gone in b. How does it come back in c if c is generated from 

b? 

Response: Thank you for raising this question. We acknowledge that the term “linear stretching” 

was imprecise. In the revised manuscript, we refer to this step (Fig. 4a to 4b) as a square-root 

intensity compression.  

Specifically, following ellipsoid correction, we apply a fixed square-root transform to the SAR 

amplitude image (Fig. 4a to 4b). This operation reduces saturation in very bright iceberg, and 

compresses the brightness of nearby sea ice and open water pixels. The iceberg remains the 

brightest target in the scene, while nearby sea ice and open water are compressed to a very low 



brightness, making the iceberg boundary more clearly delineated. The image information has not 

disappeared. The brightness has simply been compressed to a very low level.  

In addition to, we also acknowledge that the term “linear transformation” is too broad in this 

context, so we have replaced it with the more precise term “linear rescaling”. The parameter value 

is adjusted within a small, predefined range to ensure consistent image visibility across scenes. 

The brightness is rescaled to a normal range, so the background becomes visible again in c. 

 

It also looks like the icebergs shrink from a to b/c 

Response: Thanks for the comment. The icebergs do not shrink from a to b/c. The “shrink” is a 

visual effect: the square-root intensity compression reduce saturation and compresses the bright 

halo at the iceberg edges, making the outline look thinner.  

 

L192 why two successive Swin transformer blocks? Looks like 4 in Figure 5 

Response: Two successive Swin transformer blocks are shown in Figure 5d. To avoid misleading 

readers, the revised Figure 5 and caption will be updated in the revised manuscript. Specifically, 

Figure 5d corresponds to the Swin transformer blocks × 2 in the Figure 5c. 

 

L357 Where is this shown? 

Response: We appreciate the reviewer’s question. The results for the coastal region near Qinling 

Station are not shown in the manuscript. Orheim et al. (2023) revealed Antarctic iceberg 

distribution through three decades of systematic ship-based observations in the SCAR 

International Iceberg Database. They suggest that the iceberg concentration in the southern part of 

the Ross Sea is very low, as a result of low calving rates from the Ross Ice Shelf, which 

infrequently produces mostly giant icebergs. In late 2023, while providing iceberg distribution 

data for the Tianhui approaching near Qinling Station, the results likewise indicated very low 

iceberg concentration in this area; therefore, we did not include a dedicated figure in this paper. 

We will provide the figure in the supplementary materials in the revised manuscript. 

 

L366-367 Isn’t the ice shelf shown in grey? Please use different colours for the ice shelf front and 

fast ice edge or clarify the caption. 

Response: Thank you for pointing this out. Yes, the ice shelf is shown in grey. To avoid confusion, 

we will use different colors for the ice shelf front and fast ice edge. The revised figure and caption 

will be provided in the updated manuscript.  

 

L375-376 SVM is mainly worse for AOIs 2 and 3 but very similar for 1 and 4, so I wouldn’t say 

the margins are significant everywhere. 

Response: Thank you for your careful comment. We agree that “significant” is inappropriate here. 

The revised sentence is “The proposed model achieved robust performance with F1 scores and 

kappa coefficients exceeding 85% across all AOIs, outperforming both baseline models (Table 3), 

particularly in AOIs 2 and 3.” 

 

L391 Why is this number different from table 2? Which scene(s) are you talking about here? 

Response: This number at L391 indicates the count bias for icebergs smaller than 0.05 km², 

detected by the IDAS-Transformer. Here, we describe the total number for icebergs smaller than 



0.05 km² across the four AOIs, to evaluate the impact of iceberg size on the model’s detection 

performance. Table 2 shows the detailed metrics of the iceberg detection results in each AOI, 

detected by the IDAS-Transformer.  

 

L492-500 This is a very nice application, which strongly supports your method. I would therefore 

already mention it in the introduction and methods, as it also makes it clearer what the goal is. 

Response: Thank you for this suggestion. We have mentioned this application in the introduction 

and methods to make our goal clearer. 

 

L505 This sounds like you used AMSR2 as input to the neural network? 

Response: Thank you for this comment. We agree that can mislead readers. We have revised the 

sentence with removing “By incorporating AMSR2 SIC data”. 
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