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Abstract

Sub-ice-shelf bathymetry strongly influences ice shelf stability by guiding melt-inducing water masses and through pinning
points that resist the flow of the overriding ice. Collecting sub-ice-shelf bathymetry data using active source seismic surveying
or direct observations is accurate but time-consuming and often impractical. Gravity methods provide a pragmatic, but more
uncertain, alternative, by which observed variations in Earth’s gravitational field are used to estimate the underlying bathymetry.
We utilize a new open-source gravity inversion algorithm developed specifically for modeling sub-ice-shelf bathymetry and
estimating the spatially variable uncertainty in the results. The inversion is tested on a suite of models created with high-
resolution multibeam bathymetry data. These tests enable 1) determination of the best practices for conducting bathymetric
inversions, 2) recognition of the limitations of the inversion and uncertainty quantification, and 3) identification of where
community efforts should be focused for the future determination of Antarctica’s sub-ice-shelf bathymetry. With an airborne
gravity survey with 10 km spacing, 3 mGal of errors, a distribution of known bathymetry measurements, and a regional gravity
field representative of the average Antarctic ice shelf, we achieve a root mean squared error of the inverted bathymetry of 23
m. We find that estimating and removing the regional component of gravity before the inversion is the largest source of error in
the resulting bathymetry model, but this error can be greatly reduced with additional known bathymetry points. We analyzed
Antarctic ice shelves and predict that, if high-resolution gravity data were available, gravity inversion could potentially improve

bathymetry models for 95% of them compared to interpolated products like Bedmap?2.

Plain Language Summary

The shape and depth of the continental shelf seafloor surrounding Antarctica dictate where warm water masses can reach the
ocean cavities beneath floating ice shelves. Once in the ocean cavity, the sub-ice shelf bathymetry controls if and where these

water mass can reach the grounding zone, where the ice is at its deepest, steepest, and highest pressure, and thus vulnerable to
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significant basal melting. This basal melt can affect the stability of ice shelves due to the long-term retreat of their grounding
lines. Conventional methods of collecting bathymetry data using echo sounders or seismic surveying are often impractical or
expensive when applied to the vast ice shelves that fringe Antarctica’s ice sheets. One alternative method of acquiring sea floor
depths is a method called gravity inversion. Variations in bathymetry can be detected by measurements of Earth’s gravity over
an ice shelf as a result of the difference in density between seawater and the seafloor. Here, we present a new open-source
software for performing gravity inversions and test the method on synthetic data to examine its effectiveness, allowing us to
learn which parts of the inversion are most prone to errors. We find that removing the portion of the gravity data that results
from deep geologic structures is the largest source of error. To limit the impact of this and other sources of error in the inversion,
we suggest that researchers focus on collecting as many point measurements of bathymetry depth (e.g., from seismic surveys)
as possible and attempt to limit the noise in the gravity data as much as possible. By comparing our synthetic tests to real
data, we predict that for the majority of Antarctic ice shelves, gravity inversion would result in an improvement to bathymetry

models created from the interpolation of point-measurements.
Key Points:

1. We present a new geometric gravity inversion algorithm specifically designed for modeling sub-ice shelf bathymetry and

its uncertainty.

2. Synthetic testing, derived from real Antarctic data, shows the relative importance of known bathymetry point measure-

ments, gravity data quantity and quality, and regional gravity field variability.

3. For regional fields with low variability, we suggest a focus on collecting gravity data, while for highly-variable regional

fields, we suggest a focus on collecting additional seismic bathymetry measurements.

1 Introduction

Over the past few decades (1992-2020), Antarctica has been losing a significant amount of ice, averaging 92 billion tons per
year, adding over 7 mm to global sea-level rise (Otosaka et al., 2023). Most of this ice loss is happening in places where
relatively warm ocean waters come into contact with the floating ice shelves that fringe the continent (Rignot et al., 2019).
These ice shelves exert a resistive force, buttressing, slowing the flow of inland ice into the ocean. This buttressing comes from
lateral drag and resistive stresses where the ice touches the sea floor at pinning points (Dupont and Alley, 2005; Matsuoka
et al., 2015). But in the past 20 years, about 37% of these pinning points have shrunk due to ice shelf thinning (Miles and
Bingham, 2024), reducing this buttressing effect and increasing ice flux into the ocean (e.g. Pritchard et al., 2012; Scambos
et al., 2004). Because of Antarctica’s cold climate and limited surface melting, most ice shelf thinning occurs from below,
through basal melting. The largest ice shelves, like Ross, Ronne-Filchner, and Amery, are considered "cold-water" shelves,

based on the ocean conditions beneath them (Adusumilli et al., 2020).
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In these cold-water shelves, basal melt tends to happen at the ice front and along the deep grounding zones, the region
where ice transitions from grounded to floating. This grounding zone melt occurs because the melting point of ice drops under
pressure, so even cold, salty waters can melt ice at depth (Alley et al., 2015). This cold and salty water, such as High Salinity
Shelf Water (formed during sea ice formation), travels along seafloor troughs towards the grounding zones (e.g. Tinto et al.,
2019). This highlights sub-ice shelf bathymetry as a strong control on the future of the Antarctic Ice Sheet through its routing
of melt-inducing waters and the control on pinning point geometry.

Techniques for collecting sub-ice-shelf bathymetry data are limited. Radar (ground or airborne) cannot image through the
ocean cavity due to signal attenuation caused by water. Conventional over-ice seismic surveys provide accurate measurements,
but can only cover small spatial scales (10’s of kilometers), unless significant funding and time are available (e.g., the RIGGS
survey; Bentley, 1984). Similarly, direct observations through drill holes or Autonomous Underwater Vehicles (AUVs) are
impractical for adequate coverage of large ice shelves. However, because the seafloor is much denser than water and ice, it
creates a detectable signal in Earth’s gravity field. This signal can be observed from airborne or ground-based gravity surveys
and then used in a method called gravity inversion to model the shape of the sub-ice shelf seafloor. This technique is commonly
used throughout Greenland (e.g. Millan et al., 2018; An et al., 2019a) and Antarctica (e.g. Vanikova et al., 2023; Locke et al.,
2025; Constantino and Tinto, 2023; Charrassin et al., 2025) for modeling bathymetry where it is otherwise impractical to
measure.

There are two main types of gravity inversions. Density inversions estimate how density changes underground, often used in
mineral exploration. Geometry inversions (also called structural inversions) estimate the shape of a surface which represents
a change in density, like the seafloor beneath an ice shelf. They are commonly used to model the boundary between Earth’s
crust and mantle (e.g Uieda and Barbosa, 2017; Borghi, 2022), or the contact between sediment and basement rock (e.g. Santos
et al., 2015; Barbosa et al., 2007). Density inversions are common, well-supported by open-source software, and widely used
in industry (Oldenburg and Pratt, 2007; Cockett et al., 2015; Riicker et al., 2017). Geometry inversions, on the other hand,
don’t have reliable, freely available tools. Researchers often rely on expensive, proprietary software that is hard to customize.
These tools also struggle to handle uncertainty or use known measurements to improve accuracy.

We use an open-source Python-based geometry inversion tool called Invert4Geom. It is designed specifically to model
topography from gravity data and to estimate spatially variable uncertainty in the results. We run a set of synthetic tests to
see how well it performs under different conditions, such as noisy gravity data, different spacing between measurements, and
the presence of a long-wavelength geologic component of the gravity field. We analyze all Antarctic ice shelves to predict
inversion performance based on the results of these synthetic tests. We discuss the general assets and limitations of using
gravity inversions to recover bathymetry and provide guidance for field data collection. Finally, we highlight ice shelves for
which bathymetry would be improved using a gravity inversion, and ice shelves where inversion would degrade the bathymetry

reliability.
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2  Methods
2.1 Geophysical inversion

Geophysical inversion involves determining a set of physical parameters that, when forward modeled, produce predicted data
that closely match observed measurements. Forward modeling is the calculation of what data would be observed given a model

of physical parameters. In this study, we perform a least-squares inversion to solve the matrix equation

J% =fn; (1)

where J is the Jacobian (or sensitivity) matrix, % represents the perturbations applied to the model’s physical parameters,

and fn are the data misfit values. Each element of the Jacobian quantifies the sensitivity of a predicted data value to a small

ef;
Op;

parameter. In our application, the physical parameter of interest is seafloor topography, and the observed data are variations

change in a physical parameter, i.e., , which is the partial derivative of the j predicted data with respect to the i physical
in Earth’s gravity field, specifically the residual component of the gravity misfit, described below. Solving Equation 1 for %
using an iterative least-squares approach yields corrections to the initial bathymetry model that reduce the mismatch between

observed and modeled gravity. A detailed mathematical derivation is provided in Appendix Al.
2.2 Gravity reduction

Prior to inversion, gravity data must be reduced to isolate the signal relevant to the density contrast of interest. The reduction

and preprocessing workflow (Figure 2a) comprises the following steps:

1. Field corrections: Measured gravity is corrected for instrument drift, flight line leveling inconsistencies, aircraft maneu-
vers, and the effects of measuring gravity on a moving platform (E6tvos correction) (Hinze et al., 2005, 2013). These

corrections yield observed gravity (gops), which reflects the combined effect of Earth’s gravitational field and its rotation.

2. Normal gravity correction: We then subtract the gravity of a reference Earth model (denoted ), which accounts for
variations due to latitude and elevation. This yields the gravity disturbance ( g), sometimes referred to as the free-air
anomaly, which contains only gravity effects resulting from deviations between the actual Earth and the reference model

(Figure 1).

3. Terrain correction: To isolate internal density structure, the effects of known topographic masses are removed from the
disturbance. These terrain mass effects reflect all topographic deviations between the normal Earth and the real Earth,
where the normal Earth is defined by air above the ellipsoid and crust below it (Figure 1a). Once calculated and removed
(see Appendix A2 for details), the remaining gravity signal is the topography-corrected disturbance ( grc), sometimes

referred to as the complete Bouguer anomaly. This contains only gravity effects from density variations within the Earth.
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Lastly, Invert4dGeonruses gravity data on a regular grid, as opposed to scattered observation points. We use the equivalent
source technique to interpolate the scattered gravity data onto a regular grid. Equivalent sources nd a set of point sources at
depth which, when forward-modeled, reproduce the measured gravity data (Soler and Uieda, 2021; Dampney, 1969). These
sources can then be used to predict the gravity anomaly at any desired point, such as each location on an even grid.

For conventional gravity inversions targeting internal interfaces (e.g., the Moho or sediment-basement cgntads),
typically used. However, for bathymetry inversions, we retain the gravitational signal from the topography itself, and therefore
apply only apartial terrain correction. The resulting gravity anomaly, which we refer to ap#ingal topography-corrected
disturbance( grc partiat ), IS given by:

dTC partial = Gobs Oice  Owater - 2

This removes the gravitational effects of ice and water, while retaining the effects of the rock surface (onshore topography

and offshore bathymetry). A rigorous discussion of this formulation and its implementation is provided in Appendix A2.
2.2.1 Forward modeling

Both gravity reduction and inversion require forward modeling of the gravity eld associated with a given topographic surface.
The surface is discretized into an array of adjacent vertical rectangular prisms, and the total gravitational eld at any given
observation point is computed as the sum of the individual contributions of each prism. For prisms of constant density, gravity
is calculated using the analytical solutions of Nagy et al. (2000). We use a density-contrast approach (Figure 3e) rather than
using absolute densities (Figure 3b). This approach reduces computational costs (using one rather than two prism layers pe
topographic interface) and minimizes gravitational edge effects due to thinner prisms and lower absolute density values. Further
details are provided in Appendix A4.

2.2.2 Gravity mis't

The gravity mis t used in the inversion is de ned as

m= gTCJJartiaI f (pO) (3)

wheref (po) is the gravity predicted from the initial bathymetry model. Note that as the initial model approaches the truth, the
mis t is equivalent to the topography-corrected disturbange ¢ ), or the complete Bouguer anomaly. This mis t comprises
two components: 1) a residual component caused by differences between the actual and modeled bathymetry, and 2) a region:
component due to deeper subsurface density variations not accounted for in the model. Because the inversion targets correctior
to bathymetry alone, it is essential to isolate the residual component by estimating and removing the regional component before
inversion. Further details are provided in Appendix A3.
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Figure 1. De ning the terrain mass effe¢a-d) and discretizing the componergesh). a) The normal Earth moddh) the simpli ed real Earth

model, with air, ice, water, and eartt), terrain masses separated into components above and below the ellg)seial, Earth topographic

masses which are anomalous relative to the normal Earth and their corresponding assigned density contrasts, which, combined, make th
Terrain Mass Effecte) prisms between the ellipsoid and the ice surfdcprisms between the ellipsoid and the water surface (ice bgse),

prisms between the ellipsoid and the rock surface (topography onshore and bathymetry off§tloesjombination of prisms @&-g where
overlapping sets of prisms create the different shades and corresponding densities.

2.2.3 Regional separation

The regional component of the gravity mist can be estimated using several methods, most of which assume that the re-
gional eld consists of longer-wavelength anomalies, while the residual eld dominates the short-wavelength components.

6



Figure 2. Schematic work ow diagram fom) gravity processing steps afd running the inversion. Blue boxes show the input datasets,
green boxes show the key processes, and red lines signify iterative components of the inversion.

Figure 3. Equivalent methods of discretizing a density contrayiagross a surface) Two prism layers, each assigned absolute densities.
One prism layer either above)(or below @) the surface, using density contrast valg©ne prism layer around a reference surface, with

prisms above having a positive density contrast and prisms below a negative contrast.

This assumption underpins techniques such as upwards continuation or the use of high-altitude gravity data to estimate the

long-wavelength signals (e.g. Tinto et al., 2015; Muto et al., 2016), as well as low-pass Itering of the gravity data (e.g. Eis-

ermann et al., 2020). Alternatively, the regional eld can be forward-modeled from a geologic model, developed using other
145 geophysical data (Hodgson et al., 2019), prior geologic knowledge (Tinto and Bell, 2011), or crustal density models derived

from gravity inversion (Tinto et al., 2019; Cochran et al., 2020; An et al., 2019b).

The last method, which we utilize in this paper, leverages locations with known bathymetry depths, refercmhiramt

points The inversion de nes the residual mis t as the gravity effect due to differences between the true and starting bathymetry.

At constraint points, where the two bathymetries are nearly identical (within measurement error), the residual mis t should
150 be zero. Consequently, the entire mis t at these points is attributed to the regional component. By sampling the mis t at each

constraint point and interpolating these values, we estimate the regional eld.
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This technique has key advantages. It imposes a form of smallness regularization, preventing signi cant changes to the depth
at constraint points. Aside from the choice of interpolation method, it avoids the subjective parameter selection required by
the other techniques, such as low-pass Iter widths or upward continuation heights. However, it assumes the wavelength of the
regional eld is larger than the spacing between constraint points; shorter-wavelength regional anomalies will not be captured
and may be absorbed into the residual (i.e., the inverted bathymetry). This approach, often referred to as a "DC-shift" (Millan
etal., 2020; Yang et al., 2021; An et al., 2019b), is here ter@muktraint Point Minimizationo emphasize that it estimates a
spatially variable regional eld. Estimating the regional eld is among the most challenging steps of a bathymetric inversion,
particularly in areas of sparse constraint coverage (Brisbourne et al., 2014). Over or underestimating the regional eld directly
biases the inversion. Once the regional eld is estimated, it is removed from the total mis t to yield the residual mis t:

Mresidual = 9TC _partial f (po) Mregional - 4)

Combining with Equation 2:

Myesidual = Yobs Oice Owater T (Po) Mregional ; (5)

wheregqps is the observed gravity,, Gice » Qwater are forward-calculated,(po) is the forward-calculate effect of the starting
model, andnegional IS the estimated regional eld. The remaining residual ideally re ects only the discrepancy between the
initial and true bathymetries.

2.3 Running the inversion
2.3.1 Jacobian matrix

The rst step of the inversion (Figure 2b) is computing the sensitivity matrix, or Jacobian (Equation 1). Each entry in the
Jacobian is the partial derivative of gravity produced by a speci c prism at a given observation point, with respect to the
prism's thickness. Although an analytical solution exists for this derivative (Nagy et al., 2000), we use an approximation to
reduce the computational cost. Each vertical prism is approximated as a sector of an annulus (a cylindrical shell), whose vertical
derivative can be calculated more ef ciently (McCubbine, 2016). See Appendix A5 for a derivation of this approximation.

2.3.2 Least-squares solver

With the Jacobian and the gravity residuals, Equation 1 is solved to nd the set of surface correcitizat minimizes the
objective function (Figure 2b). We use a damped iterative least squares solver (LSQR; Paige and Saunders, 1982), which nds
the minimum-norm solution, that is, the one with the smaliespjj? among all solutions that t the data equally well.
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2.3.3 Regularization

Inversion problems involving potential elds are inherently ill-posed: many solutions can satisfy the data. Regularization helps
stabilize the solution by incorporating prior knowledge or desirable properties (Aster et al., 2018). We use two forms: 1)
smallnesswhich constrains the inversion to remain close to known bathymetry measurements, smda2jinesswhich
suppresses unrealistic roughness in the inverted surface.

Smallness

Invert4Geonprovides two smallness regularization techniques. The rst comes from the Constraint Point Minimization method
used for estimating the regional eld. This method ensures that near constraint points, most of the gravity mis t is accounted
for in the regional eld, resulting in minimal bathymetric correction near those locations. An optional second method uses a
spatial weighting grid to taper surface corrections towards zero at constraint points. The grid assigns a weight of O at constraint
points, increasing smoothly to 1 with distance. This weight is multiplied element-wise with each iteration's surface correction
grid before itis applied (Figure 2b), ensuring a smooth transition from constrained to unconstrained areas. While effective, this
increases both the number of interactions and total runtime. Both methods require constraint points, but in most applications,

at least some are available from radar, outcrops, or shipboard surveys.
Smoothness

Smoothness regularization is enforced through damping in the LSQR solver. The damping parameter restricts the magnitude
of surface corrections in each iteration, reducing noise and promoting realistic bathymetry. While this gives smoother results,

it requires extra iterations. Section 2.5 outlines how to choose an optimal damping value.

After each iteration, the surface corrections (possibly weighted) are applied to update the bathymetry. The new model is
re-discretized into prisms, forward-modeled, and a new residual is computed. This process repeats until one of the termination

conditions is met.
2.4 Stopping criteria
The inversion terminates when the rst of the following conditions is met:

1. The maximum number of iterationN {§ is reached;
2. The 2-norm of the residualjifhjj, Equation 4) falls below a de ned threshold;

3. The changed it?-norm between iterations ( 2-norm) is below a de ned tolerance.
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2.5 Hyperparameter estimation

Hyperparameters are parameters whose values need to be chosen (not calculated) and that also have a signi cant effect. Tw
key hyperparameters affect inversion quality: the regularization damping parameter and the uniform density contrast value (if

it is not previously known). Below, we describe how to determine their optimal values.
2.5.1 Damping value cross-validation

The damping parameter balances solution stability and data mis t. Too high a value, the solution under- ts the data; too low a
value, the data are over t and noisy results are produced. To nd an optimal value, we use cross-validation of the input gravity
data (Figure 4a; Uieda and Barbosa, 2017). The gravity data are splitaiming andtestingsets. The inversion is run using
the training set for a candidate damping value. The root mean square (RMS) mis t between the unused testing gravity points
(the partial topography-corrected disturbance minus the estimated regional gravity) and the forward-modeled gravity effect
of the resulting bathymetry givesszore This is repeated for multiple damping values, and the one with the lowest score is
selected.

To construct the training and testing sets, the data are interpolated onto a grid at half the target resolution using equivalent
sources (Soler and Uieda, 2021). The training set is those points that fall on the desired-resolution grid, and the remaining

interleaved points become the testing set.
2.5.2 Density contrast estimation

If no sea oor density contrast is known, it can be estimated via the inversion (Figure 4b). For a candidate density contrast
value, the full inversion is run, including the creation of the starting bathymetry and the regional estimation, and the output
bathymetry is compared to known constraint point depths. The RMS of these differences is the score. The optimal density
contrast minimizes this score. If the Constraint Point Minimization method is used for regional separation, these scores become

biased, since Constraint Point Minimization enforces a zero residual at constraint points. Two alternatives are:

— Cross-validation: Split constraints into K-folds of training and testing subsets (Hastie et al., 2009), using spatial blocks
to minimize autocorrelation (Roberts et al., 2017). For each fold, the training set is used in the inversion, and the testing
set is used for scoring.

— Alternative regional estimation: Temporarily use a different regional eld method during optimization, then revert to
Constraint Point Minimization once the best density contrast is found.

2.5.3 Optimization routines

Both hyperparameter estimation methods rely on computing a score for each candidatevett&seonsupports two search
strategies: 1) a grid search, where values are tested uniformly across a de ned range, and 2) an adaptive optimizing approach
which uses prior scores to re ne the search space, converging more ef ciently on the optimal value (Akiba et al., 2019).

10
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Figure 4. Work ows for selecting the optimal values for the two inversion parame#grsie regularization damping value abjithe density
contrast value. Both work ows follow the general methods of Uieda and Barbosa (2017). Blue boxes show input datasets and green boxes

show the key processes.

2.6 Uncertainty quanti cation

We use a Bayesian framework, speci cally Monte Carlo simulation, to assess the spatial uncertainty of the inverted bathymetry
(Jansen et al., 1994). For a generalized problem of inﬁutmd a functiony(ﬁ), Monte Carlo simulation estimates the
probability distribution ofy(%) when you know the probability distribution & (Helton et al., 2006). For a set of parameters,

we drawN samples from their input distributions (Figure 5b) and run the full inversion work ow for each set (Figure 5c¢).
The resultingN bathymetry models are used to compute a cell-wise weighted standard deviation (Figure 5d). Each model
is weighted by the inverse square of its RMSE with constraint points (Appendix A6). This standard deviation grid serves as
our spatial uncertainty estimate. To evaluate each parameter's individual effect, separate Monte Carlo runs can isolate their

in uence by sampling one parameter at a time.

11
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Figure 5. Schematic work ow diagram for the Monte Carlo uncertainty analygjhe Monte Carlo simulation, consisting lof sampling

the inputs from their respective distributions, andmplementing the various components of the work ow, depending on which inputs have

been sampled. This process is repedtetimes, yieldingN inverted bathymetry gridsd) Weighted cell-speci ¢ statistics are computed.

Each inverted bathymetry grid (large purple boxes) is weighted by the respective inversion's constraint depth RMSE. These weights are used
to compute the weighted mean and weighted standard deviation of each grid cell (bold purple squares).

2.6.1 Parameter distributions

De ning input parameter distributions is critical. For point data (gravity, constraints), we assume normal distributions based
on user-provided or estimated uncertainties. For gravity, uncertainties often come from survey crossover errors; for constraints,
uncertainty may be based on data source or be proportional to depth. For hyperparameters (density contrast and damping]
the results of the optimizations can be used to de ne each parameter's distribution. For a well-de ned best score, a normal
distribution centered on that value with a small standard deviation can be used. For an even distribution of similar scores, a

12
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uniform (Boxcar) distribution can be used with the width de ned by the range of the similar scores. To assess uncertainty in
the regional eld, we also assign distributions to parameters used in its estimation (e.g., equivalent source depth or damping in
Constraint Point Minimization). Probability distributions for these parameters can be derived from the respective optimization
procedures.

2.6.2 Sampling strategy

Since full inversion work ows are computationally intensive, we use Latin Hypercube Sampling to ef ciently cover the input
parameter space with a small number of runs (Jansen et al., 1994; Helton et al., 2006). In Latin Hypercube Sampling, each
input distribution is divided intdN equal-probability intervals, and one value is sampled from eachNTI'eamples for each
parameter are randomly combined iMNototal input sets. For point-wise-sampled inputs (e.g., gravity data), regular random
sampling suf ces.

2.7 Metrics

In this study, we use a few unigue metrics to describe the distribution of data and assess model performance. There are man
ways to describe how data points are spaced out, whether it is airborne gravity data or over-ice seismic survey points, but not all
metrics work equally well for all survey types. For example, spacing (usually the average distance between points) only makes
sense if your data are evenly spread across a grid. If data follow tracks, like ight lines or ship surveys, the mean distance
between points is skewed toward unrealistically small values. Spatial density (how many points fall within a certain area) has a
similar issue; it is strongly affected by the sampling frequency along those tracks. Line spacing, the average distance betweer
survey lines, only works well for grid-based surveys and does not handle gaps, tie lines, or irregular coverage very well. To
enable robust comparisons of data distribution with varying collection types and spatial distributions, we use a metric we call
median proximitywhich describes the median distance of each grid point in a region to the nearest data point. To calculate this,
we create a grid for the region of interest with a small cell siz&q0 m) and for each cell, calculate the distance to the nearest
data point. We then calculate the median value of all the grid cells. This approach avoids the pitfalls of sampling frequency,
uneven line spacing, and coverage gaps, and gives a more consistent picture of how well an area is constrained by data. W
use median proximity to describe how bathymetry constraints (Figure 6d) and gravity data (Figure 11e) are distributed, which
helps us compare the spatial distributions of data between various Antarctic ice shelves and synthetic datasets created here.
To evaluate the performance of various techniques in our synthetic tests, we use root mean square error (RMSE). RMSE is
useful because it ignores the sign of the errors and is less sensitive to outliers than the mean. For example, the RMSE betwee
a “true” bathymetry grid and an inverted grid tells us how far off our model is, on average. Finally, we introypcgephic
improvement scorto measure whether the inversion gives better results than just interpolating the sparse bathymetry points.
This score is the difference between the RMSE of the interpolated starting model and the RMSE of the inverted model:
RMSE starting _bathymetry RMSE inverted _bathymetry . A Score of 0 means no improvement, while a positive value shows

that the inversion helped reduce error and improve the bathymetry.

13
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Lastly, throughout this study, we discuss the relative amplitudes of regional gravity elds. Mathematically, we quantify this
as the standard deviation of the regional eld, but in text we use the varmability. This refers to the amplitude of variation
in the signal, regardless of the mean level, allowing a comparison between different regional gravity elds.

2.8 Antarctic ice shelf analysis

To set up our synthetic tests realistically, we needed to choose values for several key parts of the bathymetry inversion process
such as how accurate the data are, how the data are spread out, and how variable the regional gravity eld is. To choose whict
values to test, we analyzed all 164 Antarctic ice shelves to gure out the typical ranges for these variables. For each shelf, we
collected nearby bed measurements from IBCSO v2 (Dorschel et al., 2022b) and BedMachine v3 (Morlighem, 2022). These
included data from multibeam and single-beam sonar, over-ice seismic surveys, airborne and surface-based radar, and expose
rock outcrops. We left out any points derived from indirect methods like gravity inversion, mass conservation, or streamline
diffusion. From the compiled points, we calculated the constraint proximity as described earlier.

For each ice shelf we used AntGG-2021 gravity data (Scheinert et al., 2024) and Bedmap2 (Fretwell et al., 2013) ice surface,
ice base, and bed topography to calculated the topography-corrected gravity disturpapceising densities of 917, 1025,
and 2670 kg i for ice, water, and earth, respectively. We chose not to use Bedmap3 (Pritchard et al., 2025) as it included
gravity-inversion derived bathymetry models for some shelves. Using our compiled bed measurements, we then used the
Constraint Point Minimization method to estimate the regional gravity eld. For each shelf, we created grids of constraint
proximity, topography-corrected gravity disturbance, and regional eld, and then masked those to the ice shelf outlines based
on MEaSUREs (Mouginot et al., 2017). To use realistic values of the error and spatial distribution of gravity data, we analyzed
arange of published sub-ice shelf bathymetry studies (Tinto et al., 2019; Yang et al., 2021; Eisermann et al., 2021; Constantino
et al., 2020; Jordan et al., 2020; Eisermann et al., 2020, 2024; Hodgson et al., 2019; Wei et al., 2020; Cochran et al., 2020;
Millan et al., 2020; Bird et al., 2025).

2.9 Synthetic testing

To assess the performance of the inversion software, showcase its use, and explore the sensitivity of the inversion to certair
parameters, we ran a series of tests using a semi-synthetic model. This model is based on bathymetry data from Antarctica's
Ross Sea (Figure 6a), collected using shipborne sonar and compiled by IBCSO (Dorschel et al., 2022a). In this region, the
median distance to the nearest bathymetry data poin4i30 m (Figure 6d). IBCSO originally gridded the data at 500 m
spacing, but for our purposes we Itered and regridded it at 2 km spacing. We forward modeled its gravity effect using a
constant density contrast of 1476 kg®nbased on typical densities of seawatet024 kg m® and sea oor rock ( 2500 kg
m3) (Bamber and Bentley, 1994). This gave us a synthetic "observed" gravity dataset, calculated at 2 km spacing and 1 km
observation height.

Across different tests, we used the full-resolution gravity grid, added synthetic noise, or sampled the data along simulated
ight lines to mimic an airborne survey. In some cases, we also added a regional gravity component by forward modeling the
effect of basement topography using ANTOSTRAT seismic data (Figure 6e; Brancolini et al., 1995). Because we know the
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